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Introduction
In multiagent systems, trust is one of the most important factor for agents to continue
interacting with each other. In such systems, a truster estimates (and continually re-
vises) its trust for a trustee based on their mutual interactions. Trust between them
determines the length of their engagements. Understanding such interactions and es-
timating trust is an interesting and challenging problem. To address the problem, we
propose Güven, a computational model of trust based on commitments. We evaluate
our approach using real-world datasets such as emails and chat messages. We envision
that using our approach, users can create different applications such as (1) supporting
agents to take important decisions in organizational settings, (2) predicting trustwor-
thiness of agents’ reviews for products and services, and (3) estimating team cohesion
or performance.

We briefly describe what does trust mean? According to Gambetta [8] the most im-
portant intuition behind trust is that a truster is vulnerable to decisions of a trustee.
Further, Gambetta describes that trust indicates a level of subjective probability with
which a truster assesses a trustee for performing a particular task. If the trustee’s per-
formance is beneficial to the truster, the truster continues engaging with the trustee.
Similarly, Mayer et al. [13] define trust as the willingness of a truster to be vulner-
able to a trustee for the completion of a task. The primary motivation behind Mayer
et al.’s work is to clarify the confusion between trust and risk. Mayer et al. specify
that a truster doesn’t risk anything to trust a trustee. Instead, a truster’s shows will-
ingness to assume a risk. For example, a manager may risk by allowing its employee
to perform an important task. If the employee performs, the manager is willing to
take further risks with the employee. Rousseau et al. [14] define trust as a psycho-
logical state of a trustee comprising of intention to accept vulnerability and mention
that trust depends on two necessary conditions. First, is risk where a truster builds
an opportunity of trust by taking risks. Second, is interdependence which means that
a truster cannot achieve its objectives without relying upon a trustee. Castelfranchi
and Falcone [3] describe that a truster trusts a trustee when the truster has goals to
achieve, and believes that the trustee can achieve its goals. A truster’s belief is with
respect to how competent and reliable the trustee is, and whether the trustee can per-
form and achieve the delegated goals.
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Challenges
We describe related works that provide approaches to estimate trust from agents’ in-
teractions. Scissors et al. [15] explore the linguistic similarity in chat messages to es-
timate trust between message senders and receivers. Adalı et al. [1] calculate the rela-
tionship strength between two users in Twitter based on social and behavioral aspects
such as the number of friends and followers they have, number of messages exchanged
between them, and the time delay between the messages exchanged. DuBois et al. [5]
provide an algorithm to compute trust and distrust in a social network. Previous ap-
proaches to estimate trust are limited to numerical heuristics and are criticized for
missing the essential intuitive considerations of trust, e.g., the autonomy of the par-
ticipants and the vulnerability of the truster to decisions by the trustee [3; 8; 13; 14].
Again, the richer approaches, however, have not lent themselves well to computational
techniques that could be applied in practice.

Proposed Approach
We seek to bridge the above gap between theory and practice. Specifically, we propose
Güven,1 a computational model of trust founded on commitments that supports how
people determine trust in others based on their interactions. Commitments are im-
portant for trust because they characterize the outcomes of interactions in high-level
terms and can be identified from agents’ interactions. We limit Güven to commitments,
although, it can be extended to related concepts such as prohibitions and authoriza-
tions.

A commitment C(debtor, creditor, antecedent, consequent) means that the debtor
commits to bringing about the consequent for the creditor provided the antecedent
holds. For example, C(Buck, Selia, deliver, pay) means that Buck (buyer) commits to
Selia (seller) to paying a specified amount provided Selia delivers the goods. When
Selia delivers, the commitment is detached. When Buck pays, the commitment is dis-
charged or satisfied. If Selia delivers but Buck does not pay, the commitment is vio-
lated. In essence, a commitment describes a social relationship between two persons
giving a high-level description of what one expects of the other. As a result, it is natural
that commitments (and their satisfaction or violation) be used as a basis for trust. In
the above example, if Buck discharges the commitment, it brings a positive experience
to Selia and Selia’s trust for Buck may increase; if Buck violates the commitment, it
brings a negative experience to Selia and Selia’s trust for Buck may decrease.

Despite the apparent match, few approaches relate trust and commitments. Singh
[17] and Chopra et al. [4] relate trust and commitments in terms of logical postulates,
from an architectural perspective. In contrast, we understand trust and commitment
in probabilistic terms, considering the outcomes of specific commitments and their
effect on the trust relationships between the concerned parties.

Contributions
Here are the contributions from my research.

Building the Güven model. We propose the Güven model [11] that estimates trust from
agents’ interactions. We evaluate the model on a real-world dataset such as the Enron
email corpus [6; 12] via an empirical study. In the model, we hypothesize that outcome
of commitments influence trust. Therefore, to create the model, we adopt Singh’s [16]
commitment model and Wang and Singh’s [18] trust model. To evaluate the model,
first, we create an approach to extract commitments created, delegated, violated, and
discharged from the Enron corpus using natural language processing and machine

1From the Turkish word that brings together the concepts of trust and reliance.
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Güven: Estimating Trust from Agents’ Interactions 1:3

learning techniques [10]. The approach yields a high F-measure of 90% in emails (En-
ron email corpus). Second, we conduct an empirical study where we ask subjects to
read a set of emails and provide trust estimation in the range of 0 to 1 between the
senders and receivers of emails. Once the data is collected, we consider four models
for the evaluation: one, a baseline that considers fixed trust parameters for all sub-
jects, two, Güven that learns trust parameters of subjects from their trust assessments,
and three and four, variations of Güven that consider discount window sizes and com-
mitment strengths respectively. Comparing the models, we find that Güven performs
better than the baseline approach and the variations of Güven perform better than
Güven.

Improving the Güven model. To improve the trust estimation using Güven, we explore
other factors apart from commitments, that can be included into Güven. Based on the
existing literature and our assumptions, we consider three factors that may influence
an agent’s trust: (1) outcomes of an agent’s goals, (2) an agent’s moods, and (3) emo-
tions expressed toward an agent. To evaluate these factors, we perform an empirical
evaluation with subjects where we ask them to play a variant of Gal et al.’s [7] Colored
Trails game. Our variant provides a chat interface, through which subjects can ne-
gotiate and exchange tiles and express emotions toward opponents. During the game
subjects record their interactions with their opponents and fill a feedback form with
their trust and mood before and after each round in a game. From their interactions,
we manually identify commitments and emotions expressed by the subjects. We used
the data collected to create different static and dynamic Bayesian models that capture
the relationships between trust, commitments, goals, moods, and emotions. We train
and test these models to predict accuracy results. From the results, we find that the
model that consider an agent’s past trust influencing its current trust has higher ac-
curacy than the models that consider its past moods, outcomes of commitments, and
emotions expressed toward it, respectively. We are further working to evaluate the
improved Güven model on a different dataset collected from Intelligence Advanced Re-
search Projects Activity (IARPA). The dataset is posted as a part of challenge on a
third-party website Innocentive. The dataset is created based on the checkmate game
[2] where subjects participated and played against each other to assess their trustwor-
thiness for each other.

Using the Güven model. We are also working to enhance the usability of the Güven
model to estimate team performance. To estimate team performance, we extract dif-
ferent team properties from communications between team members such as team
hierarchy, trust, and cohesion. We plan to extract team trust using the Güven model.
We extract team hieararchy using text mining approaches on broadcast messages and
emails [9]. We are currently working to estimate team cohesion that depends on deter-
mining the attraction or bonding between team members. Once, these properties are
extracted we plan to use these properties to predict team performance.

Using Güven, users can build applications that can determine trust between peo-
ple in an organization from their interactions such as emails and chat messages. Our
main contribution is to compute trust based on a semantically well-founded account of
interpersonal interactions.
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