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My research area is at the intersection of knowledge representation, automatic reasoning,
and reinforcement learning, for autonomous robots. My long-term goal is building robots
capable of effective, rational, and adaptive behavior in homes and offices. Sharing environ-
ments with people requires of the robots to understand and adapt to conventions meant for
humans, which demands a high degree of flexibility.

For a robot to make appropriate decisions in the presence of humans, when the robot is
not the only agent, it has to take into account aspects difficult to model and predict. Fur-
thermore, robots must act safely, and are generally not allowed to explore freely. Agents’
behaviors can either be computed from a model through planning, specified by program-
ming, or learned from experience. I combined some of these techniques into methods safer
and more robust than any one of them alone.

I worked in symbolic knowledge representation to construct and exploit models that
can be used to generate behaviors, and reinforcement learning to adapt such behaviors. The
two frameworks, the former being logic-based, and the latter probabilistic, complement each
other in providing the rationality to limit the robot’s behavior, and the adaptivity to improve
over the limitations of the model. The correct balance between planning, programming,
and learning must be found, in order to achieve the long-term goal of capable and versatile
robots. In the rest of this abstract, I will summarize my contributions in all three of these
areas towards such a goal.

I initially worked on reinforcement learning for adaptive robot programming. Direct pro-
gramming is still one of the main ways robot behaviors are specified, especially when the
designer needs to retain full control on the decisions of the robot. Often, however, designers
cannot know the best action for every situation, while they may be sure that the behavior
has to be constrained within certain options. Frameworks for partially specifying the agent’s
behavior, while leaving certain choices open, exist in the area of Hierarchical Reinforcement
Learning. In particular, HAMs [Parr and Russell 1998] and ALisp [Marthi et al. 2005] are
two such formalisms. However, neither of them deals with all the difficulties that char-
acterize robot programming: partial observability, parallelism, temporal constraints, time
extended actions, and interruptions. I developed a framework to represent partially speci-
fied agent programs, which deals with all of the above [Leonetti and Iocchi 2010; Leonetti
2010], and I implemented it building upon a formalism for plan representation with Petri
Nets. While state machines are often the formalism of choice for plan representation, due
to their simplicity, Petri Nets may provide a more compact representation, especially when
parallel action execution is available. The resulting formalism, LearnPNP [Leonetti and
Iocchi 2011], allows for an agent programming paradigm in which design and learning take
place continually, alternating human plan modifications and autonomous tuning of behav-
iors. Learning takes place at specific choice points, so that the designer has complete control
on what is learned, and what is executed. Such a representation may be non-Markovian, for
which I devised a particular stochastic policy search algorithm [Leonetti et al. 2011]. This
work was applied to the robots Nao in the RoboCup SPQR team.

In reinforcement learning, I also worked on robust skills acquisition on autonomous
underwater vehicles in the European project PANDORA [Lane et al. 2012]. I devised a
derivative-free stochastic algorithm [Leonetti et al. 2012] and applied it to both model iden-
tification [Karras et al. 2013] and policy search to recovery from thruster failures [Leonetti
et al. 2013; Ahmadzadeh et al. 2014].
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A severe challenge for autonomous robots is that the physical world, and the people they
interact with, can never be fully captured in their knowledge representation. Both auto-
mated planning and manual robot programming are based on assumptions that may be
violated, and some of which inevitably are, regardless of the extent to which models are
learned or revised. There must always be a learning bias, whose structural assumptions
may become invalid. This may be due to the environment changing over time, or aspects
inherently difficult to both model and learn, like people’s behavior. It can even be inten-
tional, abstracting details the designer considers non-essential. The discrepancies between
the robot’s knowledge and the world may cause behaviors to be brittle, and autonomous
decision making to be clumsy, requiring a high degree of adaptation. In fact, in high-risk or
demanding applications, behaviors are often still fully manually specified.

In order to overcome the aforementioned difficulties, I worked on automated reasoning
and planning in conjunction with reinforcement learning. I proposed a framework to both
automatically generate partially specified plans, and to adapt them on line to the environ-
ment through learning [Leonetti et al. 2012]. Following the principle according to which
“Essentially, all models are wrong, but some are useful”, imperfect models generate brittle
plans, but they can relieve the burden of time-consuming and possibly dangerous explo-
ration. Through model-free reinforcement learning, on the other hand, those plans can be
made more robust. Along this line, I recently worked on incorporating learning in action
languages, and specifically in the language BC [Khandelwal et al. 2014]. I am currently ap-
plying these methods to the Building-Wide Intelligence project at the University of Texas
at Austin, where autonomous mobile robots are deployed in the computer science building
to help visitors and inhabitants. This topic still poses great challenges, in particular for
what concerns autonomously building models for human-robot interaction, humans’ beliefs
and intentions. Furthermore, especially for robots in homes, or tending to elderly people,
it is important that they adapt to the specific person’s needs and patterns. My work has
been centered on adapting to the environment, considering humans part of it. In the future,
I intend to extend my work on knowledge representation to reason specifically about hu-
mans, in order to learn from and cooperate with them. Incorporating knowledge on human
behavior and adapting to specific individual patterns is fundamental for assistive robotics.

I am also active in teaching and, in particular, I instruct a research-oriented class called
Autonomous Intelligent Robotics. I am a Research Educator for the Freshman Research
Initiative1, which is a program for engaging first-year students in research. The class has
about 35 students enrolled, and over two semesters they learn how to use our software
framework and robots, and then develop individual projects. Some of these projects led to
publications, while others were demonstrated to the public in several occasions of scientific
divulgation.
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