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Today, any user has access to comprehensive information on the World Wide Web
with the aid of web search engines. But often a user’s information need does not stop
with finding relevant information. He filters the presented results in many ways. He
rejects low quality documents, identifies specific information from within a document
or synthesizes information from multiple documents. These tasks are time-consuming
and costly to perform repetitively and on large numbers of documents.

My research aims to enrich information access at this stage, particularly focusing on
three issues.

(i) Delivering high quality information. When people read articles—news, fiction or
technical—most of the time if not always, they form perceptions about its quality.
Some articles are well-written and others are poorly written. Most queries on the
web generate a lot of relevant results and users desire to have the better quality doc-
uments ranked higher than others with lower writing quality. Current information
retrieval techniques do not make such finer distinctions.
(ii) Providing tools to synthesize information. In most situations, users further pro-
cess the documents returned for a query. Search engines already provide some use-
ful tools in this respect. Almost all search interfaces display an automatically gen-
erated summary of each document alongside the hyperlinks. These summaries help
a user decide whether a particular document is relevant or interesting. Similarly,
search engines such as Google and Bing display richer results for certain queries
by also retrieving documents in different languages and providing a facility for au-
tomatically translating the content of these documents. At the same time, there is
much scope for further improving current systems for summarization and trans-
lation. For example, consider the large number of text genres. A document may
be news-related, descriptive, argumentative, narrative, procedural, or social media
text. Most processing tools do not adapt easily to different genres. For a descriptive
query, we would like a summary to highlight the descriptions from each document.
Whereas for a query for a recipe, it may be more useful to give a summary which
highlights differences in ingredients or steps. We would also like machine transla-
tion systems to take advantage of such genre-specific cues.
(iii) Improving search coverage. The third challenge comes from web contents
which do not follow the traditional notion of a document. Increasingly, users want
to search online reviews, blogs, discussion boards, tweets and comments on news
articles. These social media text appear as multiple short snippets on a webpage.
The posts are often simply listed in chronological or popularity order with differ-
ent subtopics all merged together. There is a lack for specialized and task-oriented
methods for browsing, searching, and summarizing such content.

To this end, I develop Natural Language Processing (NLP) techniques which provide
different types of language support for information retrieval systems. Specifically my
work addresses:

(1) Automatically assessing text quality: Building systems which identity documents
with coherent, concise, and interesting writing.

(2) Automatically summarizing and translating information: Developing methods that
create meaningful and fluent summaries and translations of documents.
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(3) Automatically organizing social media content: Designing models of social media
conversational text and online user communities with a view to use these models
to cluster and organize the content.

There are two main ways in which my approaches differ from prior work:

— my techniques obtain and utilize document-level structure to support the relevant
applications, and

— the methods are specialized for the specific properties of a genre.

For example, for text quality prediction, I focus on measures of document-level coher-
ence and interest value of articles compared to issues such as spelling and grammar.
Consequently, I also explore how to automatically obtain a structured representation
of a document for use in such applications.

In addition, I build methods that are appropriate for different genres of text. I have
worked on summarization and text quality methods for diverse genres such as news,
academic writing, science journalism, social media as well as machine generated text.
For my work on improving access to social media texts, I focus specifically on conver-
sations happening on online discussion forums.

1. ASSESSING TEXT QUALITY OF DOCUMENTS
Text quality is a combination of diverse criteria including spelling, grammar, organiza-
tion, informative nature, creative and beautiful language use, and page layout. Most
computational approaches for predicting quality however, are limited to identifying
errors in spelling, grammar and thematic organization, the basic factors which can
distinguish poor writing from others. A key motivation in these approaches is educa-
tional assessment where these basic factors are the most helpful for distinguishing
good and poor writing by non-native speakers. Current systems have a fair degree of
reliability for identifying such errors.

My thesis put forth document-level measures that were hitherto unexplored but are
more suitable in information retrieval and recommendation settings. These measures
distinguish articles in terms of their content quality, reader interest value and smooth-
ness of organization.

Specifically I introduced four types of metrics: specificity of content, verbosity level,
“interesting” nature of writing, and regularity of intentional structure. Specificity
[Louis and Nenkova 2011a; 2011b] measures the amount of detail present in a text.
Good writing has a proper balance between general and specific content. Verbosity
[Louis and Nenkova 2014] captures which details are essential to include and whether
an article has the right amount of details for the length at which it is written. The
reader interest metrics [Louis and Nenkova 2013] identify engaging and interesting
articles. I also introduce a measure based on the intentional structure of an article.
This method [Louis and Nenkova 2012] is based on the idea that each sentence in an
article can be associated with a communicative goal from the point of view of the au-
thor. For example, the goal could be to describe something, give an example or reason,
or present arguments for or criticize a proposal. There is a regular sequence in which
these goals are likely to be presented by an author (for example, a criticism about a
topic is often followed by the reason for it). The metric assigns scores to texts based on
how closely they follow the expected sequence of communicative goals in a genre.

2. AUTOMATIC SUMMARIZATION AND TRANSLATION
Standard summarization methods identify and optimize informative words and bi-
grams from the source document but very less often take deeper semantics and the
specific genre of the text into account. Similarly, in statistical machine translation, a
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document is standardly broken into its constituent sentences, with each sentence then
translated independently of the others. During system development, this approach re-
duces the complexity of the learning problem. But in several situations document type
and structure can provide strong cues during translation. In my work, I build summa-
rization and translation models which are interesting from a cognitive perspective and
are aware of the document structure, genre of the text, and particular task settings.

In my work in [Louis et al. 2010a], I show that news summaries created using dis-
course features have significantly higher content selection scores compared to shallow
features, and that summaries created by combining discourse and shallow surface fea-
tures give the best performance overall. To aid this type of work, I have also built
discourse parsers [Pitler et al. 2009; Louis et al. 2010b] which can automatically as-
sign discourse structure to texts. I have also developed task-oriented summarization
systems for news [Louis 2014] as well as social media text [Louis and Newman 2012].

For machine translation, I have continued to focus on a specific genre, in this case,
biography texts. I developed a French to English translation system for Wikipedia
biography articles [Louis and Webber 2014] where the system takes advantage of the
regularity in the content of these articles. Biographies contain regular subtopics such
as birth, education and career, and often discussed in that order, especially in sources
such as Wikipedia. The system, at each step, encourages the use of words that are
more likely in the current segment’s subtopic. This structure-aware model significantly
outperforms a system which treats the entire document as a single segment.

3. AUTOMATIC STRUCTURING OF ONLINE CONVERSATIONS
Today social media text constitute a significant portion of web contents: casual chat on
social networking websites, moderated comments on news articles and focused tech-
nical conversations on support websites. Increasingly, people want to navigate these
conversations to participate in them, and in the archival stage of these conversations,
users want to find and aggregate opinions and information. But the structure of these
online conversations is strikingly different from the documents and dialogue type in-
put standardly given to summarization and search tools. The texts here are short and
threads of conversations are collaboratively created by a community of users. Moreover
forum conversations are asynchronous in nature and comments from different users
are interspersed. To support information access on such data, it is crucial to be able to
obtain some structured representations of the conversations.

In my postdoctoral work, I am developing Bayesian models of text which can learn
structure and semantics from social media text. My focus is on conversations taking
place on discussion forums, particularly on forums related to computer troubleshoot-
ing. My models combine insights from conversational dialog and social network analy-
sis to learn patterns in the semantics, groups of users and topics in these texts.

In recent work [Louis and Lapata 2015], I present models for the semantics of trou-
bleshooting conversations, specifically from the point of view of the person asking a
troubleshooting question. Typically the person receives various solutions. Some solu-
tions are easier than others to implement during troubleshooting. For example, an
instruction asking to verify or change settings is easier than one which involves in-
stalling software or adding/changing hardware. However, the suggestions are given at
different times by different users, so solutions of different difficulty are mixed together
in the same thread. But a user would desire to try simpler solutions before attempting
more complex ones. Using training data of approximately ordered solutions to different
problems, my models learn latent representations for a set of complexity levels. Using
these complexity level representations and an approach for ranking, these models can
sort any set of solutions for a new problem according to complexity.
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