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Introduction
We introduce a Model AI Assignment1 (Neller
et al., 2021) where students combine various
techniques from a deep learning course to
build a denoising autoencoder (Shen, Mueller,
Barzilay, & Jaakkola, 2020) for news headlines. Students then use this denoising autoencoder to query similar headlines, and interpolate between headlines.
Building this denoising autoencoder requires
students to apply many course concepts, including data augmentation, word and sentence embeddings, autoencoders, recurrent
neural networks, sequence-to-sequence networks, and temperature. As such, this assignment can be ideal as a final assessment that
synthesizes many topics.
This assignment is written in PyTorch, uses
the torchtext package, and is intended to
be completed on the Google Colab platform.

Assignment Design
The assignment has four parts:
1. Data Exploration. This section is intended to give students an intuitive understanding of the provided set of news headlines. Beyond being a warm-up exercise, we
want to demonstrate a good machine learning and data science workflow, which involves
performing some exploratory data analysis.
We ask students to compute statistics like the
number of headlines and number of unique
words in the data set. Furthermore, we connect the data to modelling decisions: we ask
students about the long-tailed distribution of
words, and why it may be desirable to remove
rare words from our vocabulary.
Copyright © 2021 by the author(s).
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http://modelai.gettysburg.edu/
2021/headlines/

We provide the code for working with the
torchtext package, so that students spend
more time on the ideas, and less time on the
nuances of the torchtext API.
2. Model Building. We use a sequence-tosequence architecture, with an RNN encoder
and a separate RNN decoder. The architecture is new to students, so the assignment provides a detailed description of the model, with
figures describing the data flow. Most of the
model code is provided to the students, and
the students fill in the number of input/outputs
units in each layer. Although coding is minimal, students need to understand the model
architecture to determine the correct settings.
We again emphasize workflow: we ask students to make sure that not only does the
model run, but also that it can memorize and
output one sentence (Tobin, 2019). Students
catch a surprising number of issues here, reducing debugging time.
3. Model Training. In this section, we ask
students to explore the data augmentation
technique for text data. We also ask students to train the model for 1 epoch. Unfortunately, fully training the model takes several
hours. We provide the option to load pretrained weights instead of completing training.
This option trades off student satisfaction with
flexibility, and allows weaker students to complete the later part of the assignment.
4. Model Evaluation Finally, students make
predictions with their model: they measure the
embedded distances between headlines, and
interpolate between headlines. This step provides a “fun” factor, but also develops intuition
about how deep learning models work.

Motivation/Philosophy
We took care to demonstrate and require good
machine learning workflow. In particular, we
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require students to begin with data exploration, and encourage students to reflect on
how the data affects model design choices.
We also require students to demonstrate that
the model can “overfit” or memorize a single
sentence, before moving on to model training.
These are practices that we believe students
should learn.
The assignment is heavily scaffolded with a
large amount of starter code. This choice may
be unusual for a final assessment. However,
working with sequences is extremely errorprone; we did not want students to spend
too much time debugging. Additionally, in our
deep learning course, we already have an earlier assignment where students build an entire
Convolutional Neural Network with no starter
code (Neller et al., 2020). Thus, we focus
the students’ limited time and resources to understand how to combine the many ideas discussed throughout the course.

Experience Report
This assignment was used twice at our institution. The first time was in Winter 2019 for
a third-year deep learning course with no machine learning pre-requistes. The second time
was in Winter 2020, when our deep learning
course became a fourth-year course with a
third-year machine learning pre-requiste. Students’ grades on this assignment was higher
in the latter course, possibly due to the additional machine learning pre-requisite, and also
because in the earlier course, students were
much more impacted by the immediate effects
of the COVID-19 pandemic.
A strong student from the Winter 2019 course
(our third author) reported that this assignment took around 10-12 hours to complete.
The data exploration component was direct
and allowed him to ease into the assignment.
The model building component was the most
challenging, and understanding the architecture descriptions was the most time consuming. Once the architecture was clear, implementation was quick given the starter code.
“Sanity checking” the model by memorizing
a sequence allowed him to continue the assignment with confidence. Experimenting with
how temperature affected sampling was interesting. Generating headlines by interpolating
embeddings was a satisfying conclusion.
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The same student became an undergraduate
teaching assistant in the Winter 2020 course,
and reports that most of the student questions were about the model building stage,
specifically the teacher-forcing architecture.
This suggests that similar to his own experience, students mostly struggled with the
model building part of the assignment. A debugging guide outlining the common problems
had been provided to students, limiting debugging time2 . Students generally found the rest
of the assignment straightforward.

Conclusion
We present a Model AI assignment that combines various topics taught in a deep learning course. The assignment is intended to
demonstrate good workflow, while minimizing
student debugging time. We invite interested
educators to use, modify and extend the assignment, and the pre-requisite materials in
the Model AI Assignment repository.
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A report of the common debugging issues, and
their resolutions, are included in the Model AI Assignment repository.
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