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Welcome to AI Matters 7(3)
Iolanda Leite, co-editor (Royal Institute of Technology (KTH); aimatters@sigai.acm.org)
Anuj Karpatne, co-editor (Virginia Tech; aimatters@sigai.acm.org)
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Issue overview
Welcome to the third issue of this year’s AI
Matters Newsletter. We open with the annual report of SIGAI by our leadership team.
We then bring you a brief report on upcoming SIGAI Events by Dilini Samarasinghe and
Conference reports by Louise Dennis. In
our regular Education column, Lisa Zhang,
Pouria Fewzee, and Charbel Feghali describe
a Model AI Assignment where students combine various techniques from a deep learning
course to build a denoising autoencoder for
news headlines. We end the issue with two
article contributions, one by Richard Freedman that describes the 2023 EAAI Mentored
Undergraduate Research Challenge, and another by Ulle Endriss, Ann Nowé, Maria Gini,
Victor Lesser, Michael Luck, Ana Paiva, and
Jaime Sichman, which provides perspectives
on the completion of 20 years of AAMAS.

Submit to AI Matters!
Thanks for reading! Don’t forget to send
your ideas and future submissions to AI
Matters!
We’re accepting articles and
announcements now for the next issue.
Details on the submission process are
available at http://sigai.acm.org/aimatters.

Iolanda Leite is co-editor
of AI Matters.
She is
an Associate Professor
at the School of Electrical Engineering and Computer Science at the KTH
Royal Institute of Technology in Sweden. Her research interests are in the
areas of Human-Robot Interaction and Artificial Intelligence. She aims to develop autonomous socially intelligent robots that can
assist people over long periods of time.
Anuj Karpatne is coeditor of AI Matters. He
is an Assistant Professor in the Department of
Computer Science at Virginia Polytechnic Institute
and State University (Virginia Tech). He leads the
Physics-Guided Machine
Learning (PGML) Lab at Virginia Tech, where
he develops novel ways of integrating scientific knowledge (or physics) with machine
learning methods to accelerate scientific discovery from data.

Copyright © 2021 by the author(s).
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Iolanda Leite (appointed; ACM SIGAI Newsletter Editor-in-Chief)
Anuj Karpatne (appointed; ACM SIGAI Newsletter Editor-in-Chief)
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Introduction
We have continued adjusting to a “new normal” in the Covid era. In addition to the significant socio-economic challenges of the pandemic, for us as a scientific organization, we
continue to grapple with a world with few, if
any, in-person conferences for a second year
in a row, and continued virtual interactions for
the community. We are, however, proud of
what we have been able to accomplish in the
past year. As part of transparent communication with our membership, we share here the
annual report that we provide to ACM each
summer. You may notice a slight change in
format this year, to focus on areas that ACM
is particularly interested in hearing from us
about. Also note that we include the report
without modifications, so the information is a
few months old!

Health and Viability
The membership and financial numbers for
SIGAI continue to be strong even in the face of
the COVID-19 pandemic. We have also been
able to maintain a robust program of conference activity, detailed below, including bringing new sponsored conferences (of particular
note, AIES, IVA and EAAMO) into the fold in
recent years, and continue the trajectory we
began a few years ago of expanding our activity in the space of awards, student funding, and special projects funding. We have
also supported policy activities and AI outreach, and increased our joint activities with
Copyright © 2021 by the author(s).

other major organizations, including AAAI, IJCAI, and INFORMS. We provide more details
on all of these areas below.

Diversity, Equity, and Inclusion
SIGAI emphasizes the importance of diversity, equity, and inclusion in all our activities.
For many years, we have especially supported
students from underrepresented groups in
conference attendance through programs like
doctoral consortia and student travel grants.
In recent years, the centrality of AI and machine learning in society has increased concerns about how algorithmic decision-making,
fueled by the capabilities of AI, could reinforce inequities and create injustices in society. SIGAI has responded with strong support of two new conferences in this area,
AIES (AI, Ethics, and Society), co-sponsored
with AAAI, and EAAMO (Equity and Access
in Algorithms, Mechanisms, and Optimization,
starting in 2021), co-sponsored with SIGecom, which grew out of the Mechanism Design
for Social Good workshop series that SIGAI
has been supporting for the past few years.
These are both wonderful venues for interdisciplinary work in the area, and they also attract a much more diverse set of participants
than most computer science conferences or
groups. Our special projects funding also prioritizes outreach to communities that are underrepresented in computing, both within and
outside the US. Finally we are actively recruiting a DEI focused appointed officer to work
specifically on expanding our portfolio of DEI
activities.
5
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Awards
SIGAI presents three 3 major awards annually,
two of which are relatively new.
The ACM SIGAI Autonomous Agents Research Award is presented for excellence in
research in the area of autonomous agents.
The recipient is invited to give a talk at
the International Conference on Autonomous
Agents and Multiagent Systems (AAMAS).
The 2021 ACM SIGAI Autonomous Agents
Research Award was presented (virtually) at
AAMAS 2021 in London, United Kingdom to
Professor Vincent Conitzer, the Distinguished
University Professor of New Technologies and
Professor of Computer Science, Professor of
Economics, and Professor of Philosophy at
Duke University, as well as Head of Technical AI Engagement at the Institute for Ethics
in AI, and Professor of Computer Science and
Philosophy, at the University of Oxford. Prof.
Conitzer’s highly cited work in multi-agent systems spans interdisciplinary areas in game
theory, social choice, and economics and includes foundational contributions to the field
of computational social choice, helped to define the field of automated mechanism design,
and provided complexity results on Nash equilibrium as well as leader-follower games.
ACM SIGAI also sponsors the ACM SIGAI Industry Award for Excellence in AI , an annual award which is given to an individual or
team in industry who created a fielded AI application in recent years that demonstrates the
power of AI techniques via a combination of
the following features: novelty of application
area, novelty and technical excellence of the
approach, importance of AI techniques for the
approach and actual and predicted societal
impact of the application. Due to the pandemic there was no award made in 2020. It
was recently announced that the winner of the
2021 award is DrAid, an intelligent assistant
for radiologists developed by VinBrain, a subsidiary of Vingroup in Vietnam. The award will
be presented at the International Joint Conference on Artificial Intelligence (IJCAI) in August 2021, through an agreement with the IJCAI Trustees.
ACM SIGAI sponsors, jointly with AAAI, the
AAAI/ACM SIGAI Doctoral Dissertation Award
to recognize and encourage superior research
and writing by doctoral candidates in AI. This
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annual award is presented at the AAAI Conference on AI in the form of a certificate and
is accompanied by the option to present the
dissertation at the AAAI conference as well
as to submit a six page summary to both
the AAAI proceedings and the ACM SIGAI
newsletter. The winner of the 2019 AAAI/ACM
SIGAI Dissertation Award, Jiajun Wu of the
Massachusetts Institute of Technology, for his
work entitled Learning to See the Physical
World. Two runners-Up were also honored:
Aishwarya Agrawal of the Georgia Institute
of Technology for Visual Question Answering
and Beyond, and Li Dong of the University of
Edinburgh for Learning Natural Language Interfaces with Neural Models. All winners were
honored during AAAI-21 in February.

Significant Papers
Notable papers appearing in conferences
sponsored and in-cooperation with ACM
SIGAI include:
Alves-Oliveira, P., Arriaga, P., Paiva, A.,
& Hoffman, G. (2021). Children as robot
designers.
Proceedings of the 2021
ACM/IEEEInternational
Conference
on
Human-Robot Interaction, 399–408. Best
Design Paper HRI 2021
Gillet, S., Cumbal, R., Pereira, A., Lopes, J.,
Engwall, O., & Leite, I. (2021). Robotgaze
can mediate participation imbalance ingroups
with different skill levels. Proceedings of the
2021 ACM/IEEE International Conference on
Human-Robot Interaction, 303–311. Best
User Study Paper, HRI 2021
Das, D., Banerjee, S., & Chernova, S. (2021).
Explainable AI for robot failures: Generating explanations that improve user assistance in fault recovery. Proceedings of the
2021 ACM/IEEE International Conference on
Human-Robot Interaction, 351–360. Best
Technical Advance Paper, HRI 2021
Ullman, D., Aladia, S., & Malle, B. F. (2021).
Challenges and opportunities for replication
science in HRI: A case study in human-robot
trust. Proceedings of the 2021 ACM/IEEE International Conference on Human-Robot Interaction, 110–118. Best Theory and Methods Paper, HRI 2021
Subramonyam, H., Seifert, C., & Adar, E.
(2021). ProtoAI: Model-informed prototyp6
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ing for AI-powered interfaces. 26th International Conference on Intelligent User Interfaces, 48–58. Best Paper, IUI 2021
Guo, W., & Caliskan, A. (2021). Detecting
emergent intersectional biases: Contextualized word embeddings contain a distribution of
human-like biases. Proceedings of the 2021
AAAI/ACM Conference on AI, Ethics, and Society, 122–133.
Perrone, V., Donini, M., Zafar, M. B.,
Schmucker, R., Kenthapadi, K., & Archambeau, C. (2021). Fair Bayesian Optimization.
Proceedings of the 2021 AAAI/ACM Conference on AI, Ethics, and Society, 854–863.
Choudhury, S., Gupta, J. K., Morales, P., &
Kochenderfer, M. J. (2021). Scalable any-time
planning for multi-agent mdps. Proceedings
of the 20th International Conference on Autonomous Agents and Multi Agent Systems,
341–349. Best Paper, AAMAS 2021
Predhumeau, M., Mancheva, L., Dugdale, J.,
& Spalanzani, A. (2021). An agent-based
model to predict pedestrians trajectories with
an autonomous vehicle in shared spaces.
Proceedings of the 20th International Conference on Autonomous Agents and Multi Agent
Systems, 1010–1018. Best Student Paper,
AAMAS 2021
Shinde, A., Doshi, P., & Setayeshfar, O.
(2021). Cyber attack intent recognition and
active deception using factored interactive
POMDPs. Proceedings of the 20th International Conference on Autonomous Agents and
Multi Agent Systems, 1200–1208. Best Application Paper, AAMAS 2021
Liu, Z., Xia, X., Yan, M., & Li, S. (2020). Automating just-in-time comment updating. Proceedings of the 35th IEEE/ACM International
Conference on Automated Software Engineering, 585–597. ACM SIGSOFT Distinguished
Paper, ASE 2020
Lee, S., Lee, H., & Ryu, S. (2020). Broadening horizons of multilingual static analysis:
Semantic summary extraction from C code for
JNI program analysis. Proceedings of the 35th
IEEE/ACM International Conference on Automated Software Engineering, 127–137. ACM
SIGSOFT Distinguished Paper, ASE 2020
Gerten, M. C., Lathrop, J. I., Cohen, M. B., &
Klinge, T. H. (2020). ChemTest: An automated
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software testing framework for an emerging
paradigm. Proceedings of the 35th IEEE/ACM
International Conference on Automated Software Engineering, 548–560. ACM SIGSOFT
Distinguished Paper, ASE 2020
Pham, H. V., Qian, S., Wang, J., Lutellier,T.,
Rosenthal, J., Tan, L., Yu, Y., & Nagappan, N.
(2020). Problems and opportunities in training deep learning software systems: Ananalysis of variance. Proceedings of the 35th
IEEE/ACM International Conference on Automated Software Engineering, 771–783. ACM
SIGSOFT Distinguished Paper, ASE 2020
Tsigkanos, C., Li, N., Jin, Z., Hu, Z., &
Ghezzi, C. (2020). Scalable multiple-view
analysis of reactive systems via bidirectional
model transformations. Proceedings of the
35th IEEE/ACM International Conference on
Automated Software Engineering, 993–1003.
ACM SIGSOFT Distinguished Paper, ASE
2020
Feng, Y., Torlak, E., & Bodik, R. (2020).
Summary-based symbolic evaluation for
smart contracts. Proceedings of the 35th
IEEE/ACM International Conference on Automated Software Engineering, 1141–1152.
ACM SIGSOFT Distinguished Paper, ASE
2020
Yin, L., & Filkov, V. (2020). Team discussions and dynamics during DevOps tool adoptions in OSS projects. Proceedings of the 35th
IEEE/ACM International Conference on Automated Software Engineering, 697–708. ACM
SIGSOFT Distinguished Paper, ASE 2020

Conference Activity
SIGAI’s conference activity is overseen by the
EC and especially by our conference coordination officer, Louise Dennis. Our meetings
have continued to be impacted by COVID-19.
However we are gradually beginning to see
events move towards hybrid modes of delivery
and away from fully online only events. However, even so, we expect to continue to support online events for some time to come.
ACM SIGAI sponsored or co-sponsored the
following conferences in the last year:
• IVA 2020: International Conference on Intelligent Virtual Agents
7
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• CSCS 2020: Computer Science in Cars
Symposium
• ASE 2020: International Conference on Automated Software Engineering
• WI 2020: International Conference on Web
Intelligence
• KCAP 2021: International Conference on
Knowledge Capture
• IUI 2021: Annual Conference on Intelligent
User Interfaces
• AIES 2021: Conference on AI, Ethics and
Society
• HRI 2021: International Conference on
Human-Robot Interaction
and it will sponsor at least the following conferences coming up in 2021:
EAAMO 2021: Conference on Equity and Access in Algorithms, Mechanisms, and Optimization, IVA 2021, ASE 2021, CSCS 2021
ACM SIGAI also approved the following incooperation requests from events covering a
wide thematic and geographical range across
the international AI community:
• AIVR 2020 and 2021: Artificial Intelligence
and Virtual Reality
• AAMAS 2021 and 2022: International Conference on Autonomous Agents and Multiagent Systems
• FDG 2021: International Conference on the
Foundations of Digital Games
• ICEIS 2021: International Conference on
Enterprise Information Systems.
• IMPROVE 2021: International Conference
on Image Processing and Vision Engineering
• ICINO 2021: International Conference on
Informatics in Control, Automation and
Robotics
• ICAIL 2021: International Conference on AI
and Law
• ICIKS 2021: International Conference on Information and Knowledge Systems
• AIMLSystems 2021: International Conference on AI-ML-Systems
• IC3K 2021: International Joint Conference
on Knowledge Discovery, Knowledge Engineering and Knowledge Management
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• IJCKG 2021: International Joint Conference
on Knowledge Graphs
• ICAART 2022: International Conference on
Agents and Artificial Intelligence

Special Projects and Non-Conference
Programs
Newsletter
AI Matters, the ACM SIGAI newsletter is distributed via the ACM SIGAI mailing list but
also openly available on the ACM SIGAI website (at sigai.acm.org/aimatters/). Co-editors
Iolanda Leite and Anuj Karpatne have beenAI
Matters features articles of general interest
to the AI community. ACM SIGAI publishes
four issues of its newsletter AI Matters per
year. In 2021 we welcomed Dilini Samarasinghe, Assistant Conference Coordination Officer for ACM SIGAI, identified through the
ACM Future of Computing Academy, to our
regular editorial team. She is now editing the
events column together with Louise Dennis.
The recurring columns in AI matters have included AI Interviews (with interesting people
from academia, industry, and government), AI
Amusements (including AI humor, crossword
puzzles, and games), AI Education, AI Policy Issues, AI Events (which includes conference announcements and reports), AI Dissertation Abstracts and News from AI Groups
and Organizations, and AI Latest Research
Trends (where we invite recent recipients of
competitive grants to write about their latest
research projects). In addition to our regular
columns, other featured articles this year included, for example, reports from SIGAI sponsored events such as the Fourth Workshop on
Mechanism Design for Social Good and the
“Decoding AI” event targeting high school students and the general public (both published
in Volume 7, Issue 1). AI Matters is also
publishing extended abstracts of winners and
runner ups from the AAAI/SIGAI Dissertation
Award.
Activities Fund
Starting in 2019 ACM SIGAI has started the
annual SIGAI Activities Fund. This fund seeks
to promote outreach in all aspects of AI. Activities must contain a strong outreach component to either students, researchers, or prac8
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titioners not working on AI technologies or
to the public in general. The purpose is
to promote a better understanding of current
AI technologies, including their strengths and
limitations, as well as their promise for the future. Examples of fundable activities include
(but are not limited to) AI technology exhibits
or exhibitions, holding meetings with panels
on AI technology (including on AI ethics) with
expert speakers, creating podcasts or short
films on AI technologies that are accessible to
the public, and holding AI programming competitions. ACM SIGAI looks for evidence that
the information presented by the activity will
be of high quality, accurate, unbiased (for example, not influenced by company interests),
and at the right level for the intended audience.
In the 2020-2021 cycle we accepted two
projects:
• Try AI: Micro-Internship Edition from Elizabeth Bondi and Alexis Stokes to develop
a micro-internship program in which college
students may participate in research with a
Harvard researcher (PhD student, postdoc,
and/or faculty) in the field of artificial intelligence (AI) for 1 week.
• The 4th Workshop on Mechanism Design for Social Good (MD4SG ’20) from
Francisco Javier Marmolejo Cossio and
Faidra Monachou which was held online and
sought to highlight work where techniques
from algorithms, optimization, and mechanism design, along with insights from other
disciplines, have the potential to improve
access to opportunity for historically underserved and marginalized communities.
Writeups of all funded activities are published
in AI Matters.
Website and Social Media
With the help of freelancer Andrea Alessandri, we are transitioning the SIGAI website to a
more modern look and feel using WordPress.
The new website will present a more standardized and professional appearance and more
clearly lay out ways for visitors to interact with
SIGAI as well as improved accessibility. Moreover, the new platform greatly streamlines the
process for updating the website, which will
help keep content up to date. We have also
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recruited a new dedicated officer, Matt Luckcuck, to manage SIGAI’s social media accounts with the aim of increasing the “naturalistic” usage of the account and planning the
information and publicity pipeline.

Public Policy Activities
ACM SIGAI promotes the discussion of policies related to AI through posts in the AI Matters Blog and the Newsletter Public Policy column. The Public Policy Officer, Dr. Larry
Medsker, helps SIGAI identify external groups
with common interests in AI public policy, encourages ACM SIGAI members to partner
in policy initiatives with these organizations,
disseminates public policy ideas to the ACM
SIGAI membership with the goal of ensuring
that every technologist is educated, trained
and empowered to prioritize policy and ethical considerations in the design and development of intelligent systems. As a group, we
study how organizations collect and analyze
data and whether these practices are consistent with recommendations by ACM AI policy
groups. Our mission is to share AI policy ideas
and information among SIGAI members and
beyond.
Through the Public Policy officer, ACM SIGAI
participates in the work of the ACM US Technology Policy Committee. ACM USTPC addresses US public policy issues related to
computing and information technology and
regularly educates and informs US Congress,
the US Administration and the US courts
about significant developments in the computing field and how those developments affect public policy. For example, in the 202021 period the ACM SIGAI Public Policy officer continued activities related to SIGAI policy
efforts, such as work with the ACM USTPC
team that is writing a piece for Nature Comment on the ethics and policy implications of
research on machine learning and face recognition. The Public Policy Officer is also on the
ACM USTPC team overseeing the management and production of ACM TechBriefs. In
other 2020-21 activities related to ACM Public Policy, he became Co-Editor-in-Chief of the
new journal AI and Ethics, and he was the
moderator of a panel on AI and Facial Recognition at the ALGOL 2021 annual conference.
9
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Education Activities
Our education activities have continued at
a strong pace under the guidance of our
Education Activities Officer, Todd Neller. It
was another good year for expanding our
Model AI Assignment archive (http://
modelai.gettysburg.edu/). Our EAAI2021 track was again successful, attracting 6 new accepted, peer-reviewed projects
into our archive which were presented virtually at EAAI-2021 on February 6 and
7 (https://pages.mtu.edu/˜lebrown/
eaai/index.html).
The EAAI-2021 Mentored Undergraduate Research Challenge (MURC), Gin
Rummy (http://cs.gettysburg.edu/
˜tneller/games/ginrummy/eaai/), engaged 50 faculty mentors, industry mentors,
and students who formed 14 teams which
resulted in 14 Gin Rummy AI submissions, 14
paper submissions, and 13 papers accepted
through peer review. This represents a new
record participation for an EAAI MURC.
At EAAI-2021, we announced our latest
mentored undergraduate research challenge for EAAI-2022: AI-Assisted Game
Design
(http://cs.gettysburg.edu/
tneller/games/aiagd/index.html).
˜
Also, for the first time, we (Todd Neller and
Rick Freedman) are forming a new committee
structure for the MURC, with a two-year,
over-lapping co-chair position that is expected to rotate among MURC program
committee members. This should ensure
both diverse problem-domains and a strong,
coordinated effort to supply ready-made,
supported research challenges to faculty and
undergraduates who would benefit.
Job Fair
AAAI and ACM SIGAI have partnered to run
the popular AAAI/ACM SIGAI Job Fair for the
last seven years. In lockstep with the growth of
AAAI and the growth of the greater artificial intelligence and machine learning (AI/ML) community, our once-small job fair also grew. At
AAAI-20, thirty-eight companies and universities formally attended, typically with a booth,
team of recruiters, swag, and other representatives, increasing from twenty-six companies during the job fair’s previous run in 2019,
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and twenty-one companies in the year prior to
that. In 2021, Michael Albert (U Virginia), John
Dickerson (Maryland), and Matthew Taylor (Alberta) co-ran the job fair, which was virtualonly for the first time due to COVID. Roughly
fifteen companies and other organizations attended, a drop from the previous year(s); this,
as with many things, was almost certainly due
to the forced move to virtual due to the pandemic. Still, as shown on our dedicated domain https://aaaijobfair.com/ for the
job fair, we were able to connect interested job
seekers with internships and jobs, and participating firms were able to present themselves,
albeit virtually. In 2022, Michael Albert (U
Virginia) and John Dickerson (Maryland) will
be co-running the job fair. We intend to be
more proactive about virtual-only participation
and will likely leverage Gather.town to facilitate
live (virtual) in-person meetings between job
seekers and representatives from firms, which
should hopefully more closely mimic the traditional, in-person job fair.
AI-OR Workshop Series
SIGAI, joint with the CCC (Computing Community Consortium) and INFORMS, is coorganizing three agenda setting workshops to
explore synergy and opportunity at the nexus
of Artificial Intelligence and Operations Research. Each workshop will consist of a set
of brief talks designed to inform and generate discussion about opportunities that each
community will find novel and exciting. On
September 23 and 24, 2021, we will jointly
run the first of three workshops. Each workshop will have about 40 invited participants
from across AI and OR. The organizing committee includes members of the AI, ML, and
OR communities: Sanmay Das (GMU), John
Dickerson (Maryland), Sven Koenig (USC),
Ramayya Krishnan (CMU), Radhika Kulkarni (Cornell), Pascal Van Hentenryck (Georgia Tech), and Phebe Vayanos (USC). We
have many speakers confirmed for the first
workshop (e.g., Stephen Wright, Andrea Lodi,
Katia Sycara, Satinder Singh, David SimchiLevi, Ranga Nuggehalli, Robert Hampshire,
Subbarao Kambhampati, Aaron Roth, Milind
Tambe, Cynthia Rudin, Margret Bjarnadottir,
and likely others), and are happy to support
a cross-cutting agenda that spans multiple related disciplines. Following this first workshop,
10
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we will co-organize two additional workshops
likely in Nov/Dec of 2021 and Jan/Feb of 2022;
the foci of those workshops will be set at this
coming first workshop, but will likely include
heavier overlap with policymakers and with
practitioners.

Key Issues
Like every SIG, we will have to deal with the
question of what conferences will look like going forward, and how to support students and
others in accessing and getting the benefits of
conferences in whatever future formats they
take place. SIGAI has been dealing with the
issue, from before the pandemic, that we do
not have a single conference that most of our
members regularly attend. Therefore, there
isn’t a centralized meeting place for an annual business meeting, or the ability to build
a sense of SIGAI identity in the membership
through a conference. We hope that the solutions people are working on necessitated by
the pandemic may help us in resolving this issue as well.

References

11

AI MATTERS, VOLUME 7, ISSUE 3

SEPTEMBER 2021

Events
Dilini Samarasinghe (University of New South Wales; d.samarasinghe@adfa.edu.au)
DOI: 10.1145/3511322.3511325
This section features information about upcoming events relevant to the readers of
AI Matters, including those supported by
SIGAI. We would love to hear from you if you
are are organizing an event and would be
interested in cooperating with SIGAI.For more
information about conference support visit
sigai.acm.org/activities/requesting sponsorship.html.

The 4th IEEE International Conference
on Artificial Intelligence and Virtual
Reality (IEEE AIVR 2021)
Taichung, Taiwan, November 15-17, 2021
IEEE AIVR 2021 is an event addressing researchers and industries from all areas of AI
as well as virtual, augmented, and mixed reality. It provides an international forum for
the exchange between those fields, to present
advances in the state of the art, identify
emerging research topics, and together define the future of these exciting research domains.The conference will feature a main track
for technical papers, a track for special session papers, a demos and videos track, workshops, posters, and work-in-progress presentations. The research contributions focus
on a variety of topics including but not limited to: systems, including techniques, performance, and implementation; content creation
and modeling; cognitive aspects, perception,
user behaviour; AI technologies for VR/AR; interactions/interactive and responsive environments; applications and use cases; and ethical and societal aspects of AI and VR/AR.
Due to the prevailing COVID-19 situation,
AIVR will be conducted as a hybrid event. The
conference will be held in Taichung, Taiwan,
and for those who are unable to attend in
person, the event will also have an online
presence. Please refer to the conference
website for more details on registration to the
program.
Copyright © 2021 by the author(s).

The 5th ACM Computer Science in
Cars Symposium (CSCS 2021)
Ingolstadt, Germany, November 30, 2021
As the ACM’s flagship Car IT event, CSCS
2021 intends to bring together the likes of scientists, engineers, business representatives,
and others who share a passion for solving
the myriad of complex problems of in-vehicular
technology and its application in automation,
driver/vehicular safety, and driving system security. The symposium facilitates a common platform to discuss and present groundbreaking ideas in these fields. Along with
the presentation of papers in related fields,
CSCS also presents opportunities for networking amongst individuals to promote brainstorming on problems and to create new designs and solutions. The theme of the conference for this year is Artificial Intelligence and
Security for Autonomous Vehicles.
The conference seeks submission of contributions from key areas related to autonomous
vehicles and driving including: robust algorithms; driver and interior monitoring; interpretable and explainable deep neural networks; secure in-vehicle communication and
lightweight cryptographic protocols; and automotive security monitoring.
Submission deadlines:
Full Papers:
September 17, 2021; Extended Abstracts:
October 15

The 10th International Joint
Conference on Knowledge Graphs
(IJCKG 2021)
Bangkok, Thailand, December 6-8, 2021
IJCKG is a premium academic forum on
knowledge graphs. The mission of IJCKG
2021 is to bring together international researchers in the community and other related areas to present their innovative research results or novel applications of knowledge graphs. Topics of interest include: representation learning for knowledge graphs;
12
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knowledge graph embeddings; graph processing frameworks; graph algorithms and analytics; ontologies and reasoning; and knowledge graphs for explainable AI, among others.
This year, the conference will be held as a hybrid event in Bangkok and online. IJCKG has
evolved from the Joint International Semantic
Technology Conference (JIST): a joint event
for disseminating research results related to
semantic web, knowledge graphs, linked data
and AI on the web.
Submission deadlines: Abstracts: September 24, 2021; Full Papers: September 30

The 20th IEEE/WIC/ACM International
Joint Conference on Web Intelligence
and Intelligent Agent Technology
(WI/IAT 2021)
Melbourne, Australia, December 14-17, 2021
WI-IAT 2021 provides a premier international
forum to bring together researchers and practitioners from diverse fields for presentation of
original research results and exchange, and
dissemination of innovative and practical development experiences on web intelligence
and intelligent agent technology research and
applications. The conference aims to achieve
a multi-disciplinary balance between research
advances in theories and methods usually associated with collective intelligence, data science, human-centric computing, knowledge
management, network science, autonomous
agents, and multi-agent systems.
The conference will be conducted as a hybrid
event with both offline and online modes to facilitate participants who are unable to physically attend. Please refer to the conference
website for more details on registration to the
program.

The 11th International Conference on
Pattern Recognition Applications and
Methods (ICPRAM 2022)
Online Conference, February 3-5, 2022
ICPRAM is a major networking event facilitating collaborations between researchers, engineers, and practitioners working in the areas of pattern recognition and machine learn-
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ing, both from theoretical and application perspectives. Contributions describing applications of pattern recognition techniques to realworld problems, interdisciplinary research, experimental and/or theoretical studies yielding
new insights that advance pattern recognition methods are especially encouraged in the
conference.
Papers describing original work are invited in
areas related to theory and methods, and applications including (but not limited to): machine learning methods; shape representation; signal processing; evolutionary computation; robotics; virtual environments; biometrics; and medical imaging.
Submission deadlines: Regular Papers: October 6, 2021; Position Papers: October 29,
2021; Workshop Proposals/ Special Sessions:
September 22, 2021; Tutorials/Demos/Panels:
December 17, 2021

The 14th International Conference in
Agents and Artificial Intelligence
(ICAART 2022)
Online Conference, February 3-5, 2022
The purpose of ICAART 2022 is to bring together researchers, engineers, and practitioners interested in the theory and applications
in the areas of agents and artificial intelligence. Two simultaneous related tracks will be
held, covering both applications and current
research work. Track one focuses on agents,
multi-agent systems and software platforms,
distributed problem solving and distributed AI
in general. Track two focuses mainly on artificial intelligence, knowledge representation,
planning, learning, scheduling, perception reactive AI systems, and evolutionary computing
and other topics related to intelligent systems
and computational intelligence.
Due to the prevailing pandemic situations,
ICAART will be held as a virtual conference
with the opportunity for the participants to
present their research online.
Submission deadlines: Regular Papers: October 6, 2021; Position Papers: October 29,
2021
13
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The 27th Annual Conference on
Intelligent User Interfaces (IUI 2022)
Helsinki, Finland, March 22-25, 2022
ACM IUI 2022 is the 27th annual meeting
of the intelligent interfaces community and
serves as a premier international forum for
reporting outstanding research and development on intelligent user interfaces. The conference facilitates discussion and dissemination of research on the design, development,
and evaluation of human-oriented AI systems.
It supports a multidisciplinary approach to research and innovation by bringing together
researchers and practitioners from the fields
of human-computer interaction (HCI), artificial
intelligence (AI), machine learning (ML), and
others.
IUI requests contributions from researchers
working in the areas of HCI and AI as well
as contributions from related fields, such as
psychology, behavioral science, cognitive science, computer graphics, design, and the arts.
Submission deadlines: Abstracts: October
1, 2021; Full Papers: October 8, 2021

International Conference on
Autonomous Agents and Multi-Agent
Systems (AAMAS 2022)
Auckland, New Zealand, May 9-13, 2022
AAMAS is the largest and most influential
conference in the area of agents and multiagent systems. The aim of the conference
is to bring together researchers and practitioners in all areas of agent technology and
to provide a single, high-profile, internationally renowned forum for research in the theory
and practice of autonomous agents and multiagent systems. It is the flagship conference
of the non-profit International Foundation for
Autonomous Agents and Multi-agent Systems
(IFAAMAS).
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The 35th International Conference on
Industrial, Engineering and Other
Applications of Applied Intelligent
Systems (IEA/AIE 2022)
Kitakyushu, Japan, July 19-22, 2022
IEA/AIE 2022 continues the tradition for the
35th year, of emphasizing on applications
of applied intelligent systems to solve reallife problems in all areas including engineering, science, industry, automation and
robotics, business and finance, medicine and
biomedicine, bioinformatics, cyberspace, and
human-machine interactions.
The areas of interest for contributions include:
adaptive control, autonomous agents, ambient intelligence, games, human robot interactions, machine learning, privacy preserving
data mining, swarm intelligence, and ontologies, among a variety of topics.
Submission deadline: December 15, 2021

Dilini Samarasinghe is
the Assistant Conference
Coordination Officer for
ACM SIGAI, and a research associate at the
University of New South
Wales. Her research is
in Artificial Intelligence,
Multi-agent Systems and
Evolutionary
Computation.
Contact her at
d.samarasinghe@adfa.edu.au.

Submissions are sought from multiple areas of
interest including: coordination, organisations,
institutions, and norms; learning and adaptation; modelling and simulation of societies;
robotics; and innovative applications, among
others.
Submission deadlines: Abstracts: October
1, 2021; Full Papers: October 8, 2021
14

AI MATTERS, VOLUME 7, ISSUE 3

SEPTEMBER 2021

Conference Reports
Louise A. Dennis (University of Manchester; louise.dennis@manchester.ac.uk)
DOI: 10.1145/3511322.3511326
This section is compiled from reports of recent
events sponsored or run in cooperation with
ACM SIGAI. In general these reports were
written and submitted by the conference organisers.

10th International Conference on
Pattern Recognition Applications and
Methods (ICPRAM ’21)
Online 02/04/21-02/06/21
http://www.icpram.org/?y=2021
ICPRAM 2021 was exceptionally held as an
online streaming event, due to covid-19, from
February 4-6, 2021. It was sponsored by
the Institute for Systems and Technologies of
Information, Control and Communication (INSTICC). ICPRAM 2021 was organized in cooperation with the ACM SIGAI - ACM Special
Interest Group on Artificial Intelligence, The
International Neural Network Society (INNS),
AAAI - Association for the Advancement of Artificial Intelligence, the Associazione Italiana
per l’Intelligenza Artificiale, the Associação
Portuguesa de Reconhecimento de Padrões
(APRP), and endorsed by the International
Association for Pattern Recognition (IAPR).
It was also technically co-sponsored by the
IEEE Computational Intelligence Society.

Additionally, a ”Best Paper Award”, a
”Best Student Paper Award”, a “Best
Poster Award” and a “Best Industrial Paper Award” were conferred at the conference
venue. More information can be found at:
http://icpram.org/PreviousAwards.aspx.

34th International Conference on
Industrial, Engineering and Other
Applications of Applied Intelligent
Systems, (IEA/AIE 2021)
Kula Lumpar, Malaysia 07/26/2021-07/28/21
https://ieaaie2021.wordpress.com/
This year the 34th edition of the IEA/AIE (International Conference on Industrial, Engineering and Other Applications of Applied Intelligent Systems), abbreviated as IEA/AIE 2021,
was held in Kula Lumpur, from the 26th to the
28th of July 2021. The IEA/AIE conference
is a longstanding conference, held every year
since 1988, which focuses on artificial intelligence and its applications. Over many years,
the IEA/AIE conference has been held worldwide in more than twenty different countries.

Three invited talks were delivered by internationally distinguished speakers, namely:
Julian Fierrez, Universidad Autonoma de
Madrid, Spain (Distinguished IAPR Speaker)
Cornelia Fermüller, University of Maryland,
United States Marco Gori, University of Siena,
Italy

The IEA/AIE 2021 conference is sponsored by the International Society of Applied Intelligence (ISAI) in cooperation with
Springer, University Teknologi Malaysia, the
i-SOMET incorporated Association, Association for the Advancement of Artificial Intelligence (AAAI) / Assoc. for Computing Machinery (ACM/SIGART), Austrian Assoc. for
Art. Intelligence (OEGAI), IEEE, Catalan Assoc. for Art. Intelligence (ACIA), Graz University of Technology, Italian Art. Intelligence
Assoc. (AIxIA), Iwate Prefectural University,
Japan, Japanese Society for Art. Intelligence
(JSAI), Lithuanian Computer Soc. - AI Section (LIKS-AIS), Spanish Society for Art. Intelligence (AEPIA), Soc. for the Study of AI and
the Sim. of Behavior (AISB), Taiwanese Association for Consumer Electronics (TACE), Taiwanese Association for Artificial Intelligence
(TAAI), Texas State University, USA , University of Klagenfurt, Austria.

Copyright © 2021 by the author(s).

This year, 145 papers were submitted to the

ICPRAM received 97 paper submissions from
30 countries. To evaluate each submission, a
double blind paper review was performed by
the Program Committee. After a stringent selection process, 21.65% of the papers were
published and presented as full papers, i.e.
completed work (12 pages/25’ oral presentation).
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conference. These papers were either submitted to the main track or a special session.
Eight Special sessions were organized called:
Special Session on Data Stream Mining:
Algorithms and Applications (DSMAA 2021),
Special Session on Intelligent Knowledge
Engineering in Decision Making Systems
(IKEDS2021), Special Session on Knowledge
Graphs in Digitalization Era (KGDE2021),
Special Session on Spatiotemporal Big Data
Analytics (SBDA2021), Special Session on
Big Data and Intelligence Fusion Analytics (BDIFA2021), Special Session on AI in
Healthcare (AIH2021), Special Session on
Intelligent Systems and e-Applications (iSeA),
and Special Session on Collective Intelligence
in Social Media (CISM 2021). An International
Program Committee composed of 196 researchers from 38 countries was established.
Each paper received at least three reviews
following a double-blind peer review. Based
on the reviewer’s recommendations, 87 full
papers and 19 short papers were selected
to appear in the conference proceedings
published in two volumes in the Lectures
Notes of the Artificial Intelligence series
of Springer under the title: Advances and
Trends in Artificial Intelligence: From Theory
to Practice. Volume 1 (LNAI, volume 12798)
https://link.springer.com/book/10.1007/9783-030-79457-6
and
Volume
2
(LNAI,
volume
12799):
in
??https://link.springer.com/book/10.1007/9783-030-79463-7.
Papers accepted by the
conference cover both theoretical advances
in artificial intelligence and applications of
applied intelligence systems to solve real-life
problems in all areas, including science,
industry, engineering, robotics, and automation, finance and business, bioinformatics,
medicine, cyberspace, and human-machine
interactions, among others. Each paper was
presented either in person or as an online
presentation (for authors who could not attend the conference due to the coronavirus
pandemic). Following the conference, papers
that received excellent evaluations have been
invited to submit an extended version for the
“Best of IEA/AIE 2021” special issue in the
Applied Intelligence journal.
It is worth mentioning that the IEA/AIE 2021
was running in the pandemic period imposed
by COVID-19, in which participants were not
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allowed to travel overseas. We had online presentations organized on the webinar. Despite
the time zone difference, we had a 98% attendance rate. Among the 106 papers published
in Springer conference proceedings in two volumes, there were 101 papers presented online and five papers presented on the avenue.
It was an excellent experience to notice that
many participants were attending the presentations, and many sessions’ chairs were participating in the conference’s mandate regardless of the time zone differences making the
event globally active.
Two keynotes presentations were given by distinguished researchers. In “Data quality for
learning: The case of the COVID19 prediction with RX”, Prof. Francisco Herrera, Director of the Andalusian Research Institute “Data
Science and Computational Intelligence” (University of Granada) described a new research
paradigm towards data quality which is the key
to transform big raw data into quality knowledge and smart data called Deep Data for
better quality and knowledge extraction. Prof.
Herrera discussed in his keynote issues related to limitations of deep learning with data
quality with a real example from named as
Knife detection and Covid with RX detection using smart data net. The 2nd keynote
speaker was: Professor Vincent S. Tseng,
from the Department of Computer Science,
Director of the Institute of Data Science and
Engineering, National Yang-Ming Chiao Tung
University, Taiwan. He presented a talk on
Broad and Deep Learning of Big Heterogeneous Health Data for Medical AI: Opportunities and Challenges; he outlined recent developments and ongoing projects on the topic of
Medical AI, especially in intelligent diagnostic
decision support and disease risk prediction
by using various advanced data mining/deep
learning techniques including image analysis
(for medical images), multivariate time-series
analysis (for vital signs like ECG/EEG), patterns mining (for EHR), text mining (for medical notes), sensory analysis (for sensory data
like air quality), as well as fusion methods for
integrated modeling.
This year, three awards were given to reward
the best contributions according to evaluation
categories represented as a novelty, technical quality, and presentation. These awards
were sponsored by Springer. Good nomina16
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tions were selected based on the overall review scores, and then the final decision was
made by an award committee. There was the
best paper award from the main track IEA/AIE
and one best session paper award selected
from the eight special sessions. The “Best
Paper Award of the main conference track”
representing the best overall contribution was
given to “d-BTAI: the dynamic-Binary TreeBased Anomaly Identification Algorithm for Industrial Systems” by Jyotirmoy Sarkar Santonu Sarkar; Snehanshu Saha. The recipient of the “Best special session Paper Award”
was “Mood Support: A Personalized Intelligent Support Assignment System using an
Agent-based Dynamic Configuration Model”
by Azizi ab Aziz, Roqia Rateb, and Arya Bimo.

Louise Dennis is the
Conference Coordination
Officer for ACM SIGAI,
and a faculty member at
the University of Manchester.
Her research
is in Verification of Autonomous Systems, Cognitive Agents and Machine Ethics. Contact her
at louise.dennis@manchester.ac.uk.
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AI Education Matters: Text Denoising Autoencoder for News
Headlines
Lisa Zhang (University of Toronto Mississauga; lczhang@cs.toronto.edu)
Pouria Fewzee (Impact Factor; pouria@fewzee.com)
Charbel Feghali (University of Toronto Mississauga; charbel.feghali@mail.utoronto.ca)
DOI: 10.1145/3511322.3511327

Introduction
We introduce a Model AI Assignment1 (Neller
et al., 2021) where students combine various
techniques from a deep learning course to
build a denoising autoencoder (Shen, Mueller,
Barzilay, & Jaakkola, 2020) for news headlines. Students then use this denoising autoencoder to query similar headlines, and interpolate between headlines.
Building this denoising autoencoder requires
students to apply many course concepts, including data augmentation, word and sentence embeddings, autoencoders, recurrent
neural networks, sequence-to-sequence networks, and temperature. As such, this assignment can be ideal as a final assessment that
synthesizes many topics.
This assignment is written in PyTorch, uses
the torchtext package, and is intended to
be completed on the Google Colab platform.

Assignment Design
The assignment has four parts:
1. Data Exploration. This section is intended to give students an intuitive understanding of the provided set of news headlines. Beyond being a warm-up exercise, we
want to demonstrate a good machine learning and data science workflow, which involves
performing some exploratory data analysis.
We ask students to compute statistics like the
number of headlines and number of unique
words in the data set. Furthermore, we connect the data to modelling decisions: we ask
students about the long-tailed distribution of
words, and why it may be desirable to remove
rare words from our vocabulary.
Copyright © 2021 by the author(s).
1
http://modelai.gettysburg.edu/
2021/headlines/

We provide the code for working with the
torchtext package, so that students spend
more time on the ideas, and less time on the
nuances of the torchtext API.
2. Model Building. We use a sequence-tosequence architecture, with an RNN encoder
and a separate RNN decoder. The architecture is new to students, so the assignment provides a detailed description of the model, with
figures describing the data flow. Most of the
model code is provided to the students, and
the students fill in the number of input/outputs
units in each layer. Although coding is minimal, students need to understand the model
architecture to determine the correct settings.
We again emphasize workflow: we ask students to make sure that not only does the
model run, but also that it can memorize and
output one sentence (Tobin, 2019). Students
catch a surprising number of issues here, reducing debugging time.
3. Model Training. In this section, we ask
students to explore the data augmentation
technique for text data. We also ask students to train the model for 1 epoch. Unfortunately, fully training the model takes several
hours. We provide the option to load pretrained weights instead of completing training.
This option trades off student satisfaction with
flexibility, and allows weaker students to complete the later part of the assignment.
4. Model Evaluation Finally, students make
predictions with their model: they measure the
embedded distances between headlines, and
interpolate between headlines. This step provides a “fun” factor, but also develops intuition
about how deep learning models work.

Motivation/Philosophy
We took care to demonstrate and require good
machine learning workflow. In particular, we
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require students to begin with data exploration, and encourage students to reflect on
how the data affects model design choices.
We also require students to demonstrate that
the model can “overfit” or memorize a single
sentence, before moving on to model training.
These are practices that we believe students
should learn.
The assignment is heavily scaffolded with a
large amount of starter code. This choice may
be unusual for a final assessment. However,
working with sequences is extremely errorprone; we did not want students to spend
too much time debugging. Additionally, in our
deep learning course, we already have an earlier assignment where students build an entire
Convolutional Neural Network with no starter
code (Neller et al., 2020). Thus, we focus
the students’ limited time and resources to understand how to combine the many ideas discussed throughout the course.

Experience Report
This assignment was used twice at our institution. The first time was in Winter 2019 for
a third-year deep learning course with no machine learning pre-requistes. The second time
was in Winter 2020, when our deep learning
course became a fourth-year course with a
third-year machine learning pre-requiste. Students’ grades on this assignment was higher
in the latter course, possibly due to the additional machine learning pre-requisite, and also
because in the earlier course, students were
much more impacted by the immediate effects
of the COVID-19 pandemic.
A strong student from the Winter 2019 course
(our third author) reported that this assignment took around 10-12 hours to complete.
The data exploration component was direct
and allowed him to ease into the assignment.
The model building component was the most
challenging, and understanding the architecture descriptions was the most time consuming. Once the architecture was clear, implementation was quick given the starter code.
“Sanity checking” the model by memorizing
a sequence allowed him to continue the assignment with confidence. Experimenting with
how temperature affected sampling was interesting. Generating headlines by interpolating
embeddings was a satisfying conclusion.
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The same student became an undergraduate
teaching assistant in the Winter 2020 course,
and reports that most of the student questions were about the model building stage,
specifically the teacher-forcing architecture.
This suggests that similar to his own experience, students mostly struggled with the
model building part of the assignment. A debugging guide outlining the common problems
had been provided to students, limiting debugging time2 . Students generally found the rest
of the assignment straightforward.

Conclusion
We present a Model AI assignment that combines various topics taught in a deep learning course. The assignment is intended to
demonstrate good workflow, while minimizing
student debugging time. We invite interested
educators to use, modify and extend the assignment, and the pre-requisite materials in
the Model AI Assignment repository.

References
Neller, T. W., Keeley, S., Guerzhoy, M.,
Hoenig, W., Li, J., Koenig, S., . . . others
(2020). Model AI assignments 2020. In
Proceedings of the AAAI conference on
artificial intelligence (Vol. 34, pp. 13509–
13511).
Neller, T. W., Sprague, N., Maraist, J., Zhang,
L., Fewzee, P., Long, D., . . . others
(2021). Model AI assignments 2021. In
Proceedings of the AAAI conference on
artificial intelligence (Vol. 35, pp. 15705–
15706).
Shen, T., Mueller, J., Barzilay, R., & Jaakkola,
T. (2020). Educating text autoencoders:
Latent representation guidance via denoising. In International conference on
machine learning (pp. 8719–8729).
Tobin, J. (2019). Troubleshooting deep neural
networks.
OpenAI.
Retrieved from
http://josh-tobin.com/assets/
pdf/troubleshooting-deep
-neural-networks-01-19.pdf

2

A report of the common debugging issues, and
their resolutions, are included in the Model AI Assignment repository.
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2023 EAAI Mentored Undergraduate Research Challenge:
Human-Aware AI in Sound and Music
Richard G. Freedman (Smart Information Flow Technologies (SIFT); rfreedman@sift.net)
DOI: 10.1145/3511322.3511328
Abstract
The topic for EAAI 2023’s Mentored Undergraduate Research Challenge is HumanAware AI in Sound and Music. What does
that mean? Where are the applications?
How can you get started? We break down
the topic, discuss applications, and explore
project ideas in this column.

ideas and related works now that you are a
pro in human-aware AI and how AI works with
sound and music. This column ends with more
details about forming a team and registering
for the 2023 EAAI Mentored Undergraduate
Research Challenge and accessing the synthesizer software code. We look forward to
seeing all the cool and creative projects you
come up with for the challenge—happy researching!

Introduction
The EAAI Mentored Undergraduate Research
Challenge invites undergraduate students to
team up with research mentors and participate
in an artificial intelligence (AI) research project
from start to finish. For 2023, the specific
challenge is for students to complete a feasible and creative research project within the
topic of Human-Aware AI in Sound and Music.
Have you ever imagined people performing
music alongside their computers? How about
having a program that could identify your emotions by what you play? Perhaps you have
wondered whether AI could spice up your exercise routine with a custom soundtrack that
matches your movements? These are just a
few project ideas that relate to the challenge
topic, but they are far from all the possibilities.
Not sure where to start? Do not worry, this
column has you covered! Not only is there
some code available to help you get started,
but we also break down the buzzwords, clarify
the concepts, and dig into the details so that
you can identify your perfect research project
for the challenge. First, we discuss what it
means for AI to be human-aware and go over
some examples (your smartphone probably is
not one of them, believe it or not). Second,
we review the history of automating sound and
music to figure out how computers, and eventually AI, got involved in audio generation—the
software code provided for the challenge is a
synthesizer, which plays an important role in
the story. Next, we explore possible project
Copyright © 2021 by the author(s).

When is AI Human-Aware?
Over the years, people and artificiallyintelligent systems have worked together in a
variety of relationships. In the earlier days of
AI research, the system was usually a standalone program that solved problems by itself;
there was no connection to people. Since various applications began to adopt AI, AI has often become a tool for people to use. The roles
that people play while working with these tools
determine how much the AI needs to understand them.
For example, human-in-the-loop AI relies on
the fact that people are sources of information and gives people a role to play in the algorithm. Inverse reinforcement learning (Ng
& Russell, 2000) identifies its own reward incentives based on observations of people performing a task. Active learning (Settles, 2009)
can ask a person to classify something if the
class label is unknown. Semi-autonomous
systems (Zilberstein, 2015) let a person take
over when the AI is not able to perform well
autonomously. Although the AI algorithm has
some line of pseudocode that says, “let the human do it,” it is not necessary for the AI to think
about the person beyond this step—the system will operate almost the same with or without people during the rest the algorithm. Similarly, mixed initiative systems (Allen, Guinn, &
Horvitz, 1999; Burstein & McDermott, 1996)
alternate between people and the AI to iteratively refine a solution. The AI only thinks
about people to the extent of receiving their
21
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refinement and making sure to not undo the
person’s changes without a good reason.
Many “smart” devices today apply AI to complete tasks and provide information at our requests. However, how much does the person’s existence matter to the AI outside making the request? As of the writing of this column, it does not matter too much because
the AI only processes the request and gathers context relevant to that request. “Find
restaurants near me” requires sensing (GPS)
to identify the user’s location, but this is limited
to resolving the “near me” part of the request.
The system would not sense the user’s location for irrelevant requests, and the AI would
not use that information even if it did.
So, what is difference between these examples and human-aware AI? Everything mentioned above is aware of the human’s existence, but none of them are aware of the human’s state of being. People have motives,
intents, and emotions that guide their behavior, and we often consider these factors when
interacting with each other. Someone is probably hungry if they request, “find restaurants
near me,” and mentioning restaurants that are
currently closed would not help the person
because they cannot sate their hunger there.
Demonstrations of the intelligent personal assistant Viv (TechCrunch, 2016) in 2016 expressed human-awareness as it used context
from recent requests to infer why the user
was making those requests, and then Viv offered additional details and requests based
on the inferred motivations. AI systems using
responsive planning (Freedman & Zilberstein,
2017) define their goals based on predictions
about an observed person’s goal, and the system then chooses actions that account for
what the person seems to be doing. Although
many AI systems try explaining their decisions
using internal algorithms and data, model reconciliation (Chakraborti, Sreedharan, Zhang,
& Kambhampati, 2017) approaches explainable AI as a search for reasons that a person
would misunderstand the system’s decisions
and tries to establish a common understanding.
Rather than seeing people as a part of the
equation and environment, human-aware AI
reasons about people as autonomous agents
and acts accordingly. However, this does not
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mean that other methods, such as humanin-the-loop AI and semi-autonomous systems,
cannot be human-aware. For example, the
CoBots navigating Carnegie Mellon University have thought about which people to
ask for help based on their past willingness
and current availability (Rosenthal, Veloso, &
Dey, 2011), and there is research on semiautonomous systems deciding how to transfer control to the human so that they are prepared to take over (Wray, Pineda, & Zilberstein, 2016).

Why AI in Sound and Music?
Research in automated music began well before computers existed. The Museum Speelklok
(https://www.museumspeelklok
.nl/) in The Netherlands curates various
machines that were engineered to play instruments and generate sounds with respect to
some modular device that activates certain
notes at specific times. Modern instances
of these machines include player pianos and
music boxes; Martin Molin of music group
Wintergatan recently built such a machine
that manipulates marbles to play a variety of
percussion instruments (Wintergatan, 2016).
Besides these analogue machines, electronic
instruments such as synthesizers and EWIs
(electronic wind instruments) can generate
unique sounds through connecting circuits
that alter the sound waves coming out of
electronic speakers. The number of possible sounds is almost endless because the
circuit connections produce various mathematical changes that modify and/or combine sound waves, including addition, subtraction, multiplication, and even function composition (https://digitalsoundandmusic
.com/) (Burg, Romney, & Schwartz, 2017).
These electronic devices can plug into computers as an interface for playing music via
MIDI (https://www.midi.org/), and sequencers are electronic devices or computer
programs that store information about when to
play specific sounds. Before computer memory was cheap enough to record, store, and
playback a song’s-worth of raw audio data,
sound cards and chips were effectively synthesizers of various complexity that played
music via sequencer programs—many retro
videogame consoles used these, and 8-bit
22
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music’s iconic beeps were products of their
sound chip hardware (Collins, 2008).
These automated music players are just like
traditional computer programs, playing exactly
what the human composer created—can computers also create music on their own? Even
without AI, the answer is yes! For starters,
mathematicians have studied properties of
music theory and composition for quite some
time (American Mathematical Society, n.d.),
and this presents the opportunity to create
mathematical models that produce original
music. Computing has also explored ways to
automatically create novel music via algorithmic composition. Algorithms can be as simple as programming a sequencer, but many
also consider adding additional control flow
(loops, conditions, etc.), relational representations (grammars, databases of rules, etc.),
and random processes (Markov chains, bag
of musical phrases, etc.) for dynamic changes
to the notes, lengths, and sounds/instruments
(Taube, 2004). Research in procedural content generation for audio also explores these
techniques with the goal of constantly producing unique music, rather than composing a
song that others may perform and replicate.
Of course, we’re most interested in the role AI
can play in algorithmic composition and procedural content generation for audio. Given
the mathematical and computational nature of
the above methods that describe how computers play music, there has been some research
in generating algorithms autonomously. Examples include learning grammars from sheet
music datasets (Kohonen, 1989) and optimizing tables of if-then rules through global
search (Tsubasa & Furukawa, 2012). Global
search algorithms such as genetic algorithms
can even generate sequences of notes directly (Matić, 2010). Since the recent revival
of interest in neural networks via deep learning, directly generating music and sound with
some deep model has taken off in popularity—
it is almost all you will find when searching
for “AI generating music” in a web browser!
Whether the network is designed to process high-level representations like annotated
sheet music (Yan, Lustig, Vanderstel, & Duan,
2018) and MIDI (Huang, Cooijmans, Roberts,
Courville, & Eck, 2017), low-level representations like the raw audio signal (Engel et al.,
2017), or a blend of the two (Hung, Chiang,
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Chen, & Yang, 2019), there are many documented models from academics and hobbyists alike. You can even play with some online such as Coconet (Huang, Cooijmans, Dinculescu, Roberts, & Hawthorne, 2019), which
runs in a Google Doodle to turn your simple
music into a Bach-style harmony, and Blob
Opera (Li, 2020), which lets you compose
songs for an opera-singing quartet.
The Blob Opera application is a fantastic example where AI is involved for both sound
and music. The music portion identifies note
choices for the unassigned blobs to harmonize with the blobs currently assigned a note
to sing. The sound portion generates the operatic voices you hear because human voices
are very complex sound waves that are difficult to mimic through connecting circuits or
tweaking parameters to send to a sound card
(in present-day, this is typically done on the
software side as part of a program that computes the sound wave). Furthermore, an instrument has a single sound wave shape that
stretches and shrinks depending on the note,
but each phoneme (spoken syllable) has a
unique sound wave shape. Without AI to deal
with the complex and constantly changing
sound waves, audio engineers typically craft
human-like vocal sounds for electronic instruments with a technique called sampling. Sampling stores a short recording of a sound wave,
and the circuitry or program modifies the
recording to match a specific note via pitchshifting. Many pop songs today use sampling
and pitch-shifting to create unique sounds,
and a number of famous cartoon characters’ voices come from pitch-shifting to manipulate the voice actors’ recordings (Buckner
& Sol, 2019). Yamaha even took this concept to the extreme with their Vocaloid software (https://www.vocaloid.com/en/),
which contains samples for every phoneme
in a supported language so that musicians
can compose music with automated singers—
think of composing for Vocaloid as programming a sequencer where every possible spoken syllable is its own instrument!
Generating sound goes beyond human voices
to making anything audible using sound
waves. Audio engineers and foley artists in
film work hard to create the perfect sound
effects using various materials and activities
(Rooster Teeth, 2019; TV Tropes, n.d.), and a
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Table 1: Interactive Experiences Involving Sound and Music

Human
with Audio
Human
without Audio

Human-Aware AI
with Audio
Accompaniment,
Tutoring
Personalized Performance,
Responsive Audio

number of sound effects also come from mathematically manipulating various sound waves.
Though likely not surprising, research with
deep neural networks has looked into generating sound effects for video sequences as well
(Ghose & Prevost, 2021).

Let’s Put Them Together!
When people and intelligent systems interact,
the number of things they can do together exceeds the limitations of just music composition
and sound generation. In particular, only one
person or computer needs to do something
with audio in order for human-aware AI to be
involved in sound and music. The tasks they
can each do depend on who interacts through
audio as a medium—is the audio’s role to trigger engagement, serve as a response, be the
product of the interaction, or do something
completely different? Table 1 presents a few
possibilities for each allocation, but it is far
from complete.
People and computers can generate audio at
the same time when they are both directly involved with the sound and music. To avoid a
cacophony from misaligned note choices that
do not mix well, there needs to be some degree of coordination in the interaction. Specifically, one performer should take the lead
while the others focus on accompaniment
and choose what to play with respect to the
lead. Human-aware accompaniment could focus on various aspects like harmonizing with
a matching chord, keeping the rhythm through
beats that match the tempo, or timing phrases
to respond to the lead’s melody. Several of
these factors made it possible for the Shimon
robot to improvise playing a marimba alongside a human musician (Hoffman & Weinberg,
2011). A cognitive model developed in Soar
illustrated how an intelligent system can apply
reinforcement learning from human drummers
to eventually copy them (Derbinsky & Essl,

Human-Aware AI
without Audio
Sentiment Analysis,
Responsive Animation/Dance
N/A (No Sound
or Music)

2012), and the future challenges listed at the
end of the work present great opportunities for
including human-awareness to become more
adaptive. Besides playing together as peer
performers, the human-aware AI could serve
as an intelligent tutoring system that teaches
the human how to perform music or generate sound (like an audio engineer). Existing work in intelligent tutoring systems for music focus almost exclusively on music theory
(Angelides & Tong, 1995; Phon-Amnuaisuk
& Siong, 2007; Taele, Barreto, & Hammond,
2015).
If humans are the only ones who interact
through music and sound, then intelligent systems can express their human-awareness as
active listeners to what people play. Sentiment
analysis lies at the intersection of AI and affective computing, identifying emotions through
data—what could a human-aware AI do with
knowledge about a person’s emotions based
on their performance? For example, sentiment analysis of movie scripts can provide parameters that guide algorithmic composition to
suggest non-diegetic (background) music for
movies (Kirke & Miranda, 2017). At the moment, sentiment analysis with music is limited
to interpreting song lyrics (Shukla, Khanna,
& Agrawal, 2017) or properties of the entire song’s sound waves (Gómez & Cáceres,
2017). This presents an untapped area of
research when it comes to real-time sentiment analysis of human musical performance.
If the human-aware AI also has some form
of visual output or actuation, then the system can respond to what the human plays
through its motions or animations. Animusic (https://www.animusic.com/) generates music videos of fantastical instruments
that perform the songs, but their techniques
rely more on the song data than understanding the performer.
We can think about the opposite direction
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when only the intelligent systems interact
through sound and music. In this case, audio becomes a mode of response while the
computer observes people through other sensors and input modalities. Students have
shown quite a bit of creativity when given access to PoseBlocks (Jordan, Devasia, Hong,
Williams, & Breazeal, 2021) for basic body
tracking, facial expression recognition, and
emotion recognition in a blocks-based programming environment. Could human-aware
AI identify how people are feeling and use
that to influence the sound and music, either
matching the mood or trying to cheer people up? If people are being active, such as
moving around, dancing, or playing a game,
could an intelligent system generate a soundtrack and/or coordinate sound effects to accompany their activity? Movie soundtracks
and modern videogame music both aim to
ebb-and-flow with the displayed content, building up intensity during action sequences and
dramatic moments alongside sound effects
that emphasize even the simplest motions
(Collins, 2008). With the AI being humanaware rather than only focusing on the state of
the media, this form of interaction could act as
an audio-based experience manager (Riedl,
Stern, Dini, & Alderman, 2008).

Participating in the Challenge
The EAAI 2023 Mentored Undergraduate
Research Challenge invites teams of students
and mentors to work together on a research
project involving human-aware AI in sound
and music—the goal is to complete a feasible project and submit a paper about the
research to EAAI 2023. As these projects
can become ambitious, it is important that
students focus on one idea of interest and
think of a simple task within that idea. Mentors
are expected to be involved as guides for the
students to evaluate feasibility, provide tips
and ideas, and teach the research pipeline
from observation and ideation, to the scientific
method, to presenting results in a full paper.
To provide a starting point for teams, code
for a synthesizer software platform will be
made available so that students can focus
on the AI research even if they are not familiar with audio. Because the synthesizer
communicates through both a user interface
(for people) and code (for computers), it is
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already set up to handle any of the interactive
experience styles described in Table 1.
The code and up-to-date information about
the challenge are available at https://
www.yetanotherfreedman.com/
resources/challenge haaisam.html.
If you are interested in AI techniques that think
about the people with whom they interact, the
roles computers can play in creating or analyzing sound and music, and exploring how
to bring these together, then we encourage
you to consider participating in this challenge.
Please make sure to form a team that meets
the following requirements:
• At least one undergraduate researcher who
has not completed a post-secondary education degree. Students in community college
are also eligible for this role. Students in this
category are expected to play a significant
role in the project.
• At least one mentor who has received a
Ph.D. and is actively engaged in research.
This can be a faculty member at a university or a researcher in industry who has experience training undergraduate students in
research. Mentors in this category are expected to be involved with the students regularly to guide them along their journey.
• As long as the above two roles are satisfied, additional team members are allowed.
Additional members may include graduate
students as long as the undergraduate researchers are actively involved in the research process (ideas, experiment design,
paper writing, etc.). Graduate students may
also provide additional mentorship to the undergraduate students, but it cannot serve as
a substitution for the mentor’s participation.
Once you have formed a team, please contact the author of this column with the names,
e-mail addresses, and roles (mentor, undergraduate student, etc.) of all team members
to register your team in the challenge.
There are no limits to team sizes or number of teams per institution. However, due to
conference logisitics, there will be a limit on
the number of accepted papers for publication
and presentation at EAAI 2023. All submitted manuscripts will undergo peer review for
writing quality, evidence of quality research at
the undergraduate level, and relevance to the
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topic of human-aware AI in sound and music.
We look forward to seeing your exciting and
creative research on this topic!
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Introduction
The 2021 edition of AAMAS, the International
Conference on Autonomous Agents and Multiagent Systems, took place from the 3rd to 7th
of May 2021 (aamas2021.soton.ac.uk).
This year it was organized in the form of a virtual event and attracted over 1,000 registered
participants. As every year, the conference
featured an exciting programme of contributed
talks, keynotes addresses, tutorials, affiliated
workshops, a doctoral consortium, and more.
AAMAS is the flagship conference of IFAAMAS, the nonprofit International Foundation
for Autonomous Agents and Multiagent Systems (www.ifaamas.org). It is not only
the largest but also the most influential conference in this area, each year bringing together researchers and practitioners from all
areas of agent and multiagent technology. AAMAS started in 2002 as the merger of three
highly successful conferences in the area: AA
(the International Conference on Autonomous
Agents), ICMAS (the International Conference
on Multiagent Systems), and ATAL (the International Workshop on Agent Theories, Architectures, and Languages).
This year’s conference was the 20th edition
of AAMAS. To mark the occasion, the first
two authors of this contribution—who had the
honor to serve the conference as PC chairs
for 2021—organized a panel session to jointly
reflect on the history of our conference and to
speculate what the future might bring. The invited panelists were Maria Gini (University of
Minnesota), Victor Lesser (University of Massachusetts, Amherst), Michael Luck (King’s
Copyright © 2021 by the author(s).

College London), Ana Paiva (IST, University
of Lisbon), Jaime Sichman (Universidade de
São Paulo), and Pradeep Varakantham (Singapore Management University). We ended
up discussing a wide range of questions:
• How has the field served by the conference
changed over time? And what characteristic
features of AAMAS research have remained
constant throughout?
• What impact did we have as a field? What
opportunities have been missed?
• What does the future hold for AAMAS?
What kind of challenges should the community focus on?
Last but not least, we also talked about the
role of the conference itself as a rallying point
for a lively and inclusive research community.
For this opinion piece several of our panelists
kindly agreed to put pen to paper, to share
their thoughts on some of the issues raised
during the panel session with a broader audience. We asked each of them to focus on
just a couple of specific points related to the
generic questions we discussed during the
live panel session, as recalled above.

Maria Gini, University of Minnesota
The start of AAMAS. When we decided to
have the first AAMAS conference in Bologna,
we did not think about what Bologna means
for academia. Bologna is the location of the
first university in the western world. What a
great place to start a conference that was intended to become the sharing place for the
agents community. The conference took place
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in Palazzo di Re Enzo, a building from the
Middle Ages that had just been repurposed
as a convention center in the vibrant center
of Bologna, next to the cathedral and next to
the old exchange building. There were a few
glitches—the acoustics in the meeting rooms
was not the best and the Internet connection
we used to deliver one of the invited talks
was flaky—but at the time who would have
thought about delivering a talk from California
to Bologna in real time over the internet? The
sense of excitement for the new conference
in an ancient building in the historical part of
town was palpable. The wonderful food of
Bologna and the hospitality of the locals were
part of the mix.
The AAMAS conference combined different
communities that had started a few years
early: the Autonomous Agents community,
that was focused on building agents as complete systems, the Distributed AI community that had focused more on theoretical
advances to distribute intelligence, and the
smaller ATAL community. In retrospect, we
made the right decision to get together to
avoid fragmenting the field into too many small
conferences.
One feature that has distinguished AAMAS
from other conferences since the beginning
is the attention to the new generation of researchers. We were among the first conferences to start a program for graduate students
at the Autonomous Agents (AA) conference in
Barcelona in 2000, where we matched each
student author of a paper with a senior member of the community. The Doctoral Consortium has been an integral part of AAMAS ever
since. The conference has always invested
funds to support students to attend. The vitality of the field is in part due to people who
attended as students and continued to attend
as they moved on in their professional career.
Impact as a field. Autonomy has been an
essential part of AI since the beginning, even
though the term autonomy has not been part
of the definition of AI. The dream of AI has
been to build systems that could do tasks that
only humans could do. The focus has been on
intelligence, but autonomy can be seen as a
consequence of intelligence. An intelligent entity can do things on its own without the need
for human intervention. The terms “autonomy”
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and “agent” came together in 1997 with the
AA conference to emphasize that intelligence
did not involve just reasoning but also encompassed deciding actions in the real world.
Work in robotics has been part of AI ever
since the early days of Shakey at SRI and the
blue arm at Stanford. The term “agent” brings
sensing and acting together with the thinking
process that had characterized AI work.
If we look at the current situation, AI can do
so much that people have gotten afraid it has
gone too far and we lost control of it. Science fiction movies have warned us for a long
time about the danger of out-of-control AI, but
the issues are more complex and nuanced.
What if AI makes the wrong decisions, not intentionally because it is evil, but just because
it does not know enough? Since the days
of the early expert systems (think of MyCIN)
AI researchers have recognized that AI does
not know what it knows or does not know.
The lack of metaknowledge makes AI systems
unaware of what they know. Since it is not
obvious how to handle metaknowledge, what
about figuring out ways of making the AI systems trustworthy? The agents community has
recognized the importance of trust for many
years and has proposed ways to create systems that can be trusted.
If systems cannot be trusted, what about
bringing back humans into the AI systems, so
humans can be the ultimate decision makers?
But humans are not good at dealing with many
things at the same time, so they need ways to
manage multiple agents, endowing them with
enough autonomy but maintaining enough supervision. How to do this remains an open
problem.
What will the future bring? For the agents
community, the challenge is to understand
the role of autonomy and of humans, and to
figure out how to build systems where autonomous agents and people can work together. If we bring humans and agents together, so humans can be the ultimate decision makers, how should humans manage
multiple agents with adequate autonomy while
maintaining enough human supervision?
What has characterized the agents community is the ability to think about complex systems of agents and not just individual components. Designing architectures for agents and
30
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multiagent systems has been an important
part of the agents community since the beginning, but the work has not produced many
systems in real use. Why? Perhaps the task
has been too difficult. Instead of focusing on
designing tools to build agent systems, we
should focus more on understanding properties of the complex systems as a whole.
Finally, the agents community has worked
to develop algorithms and theories, and not
much on data, in contrast to machine learning. Does this mean our work is becoming obsolete now that deep learning dominates and
appears to be able to solve all our problems?
Not so fast. Machine learning results cannot
be easily understood and trusted, especially
when one tries to generalize. The focus on
data comes from the current excitement over
data-driven methods, but we cannot expect
data-only to do everything we need. As a community, we need to hold on to what has been
our focus since we started and help build the
new complex systems people need.
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unfortunately has seen only limited progress
over the last forty years since the beginnings
of the field. There has been very good work
in developing frameworks/models for expressing distributed control such as DEC-POMDP
and DCOPs, and their associated implementations. These formal frameworks allow researchers not only to understand the inherent computational complexity of coordination
problems but also how to build optimal or nearoptimal coordination strategies for a wide variety of multiagent applications. However, these
framework should not be confused with theories of distributed control nor are they necessarily the right starting points for developing
such theories. Such theories will be important
for being able to explain better how and why
systems are operating, including their emergent behavior. There will also be needed more
self-awareness built into the system architectures; not only to allow for better on-line explanation but also to allow for on-line adaption
to changes in the computational environment
and to learned experiences for more resilience
and improved performance.

Victor Lesser, UMASS, Amherst
The central research topics of AAMAS will be
around for a long time since distribution, connectivity, autonomy, integration of local agent
control and coordination are central to where
software technology and emerging applications are moving. The technology balance
between how much information an agent can
generate per unit time and how much of that
information an agent can transmit to other
agents per unit time has not changed very
much over the years. Thus, for many applications the need for distributed, approximate
solutions that use only partial information and
limited computation will continue to be the only
viable approach. I suspect this will continue
for the foreseeable future, especially as systems scale up in terms of the numbers of
agents. This system scaling naturally lead to
other research topics such as organizational
control and system resilience, which will become more central in the future.
We still do not have comprehensive theories
of distributed intelligent control that provide a
quantitative perspective on the performance of
our systems and allow us to explain and predict system performance. I see this as one
of the long-term challenges of the field, which

Another important challenge is how to combine symbolic and sub-symbolic approaches
(i.e., neural networks, reinforcement learning,
etc.) in developing the next generation of multiagent systems. My intuition is that we will, at
least in the near future, develop systems architectures that are hybrid in that they exploit
reasoning gained from both deep learning and
symbolic forms of reasoning. To me the question is the nature of the interactions among the
parts of the system that employ deep learning and those using more symbolic forms of
reasoning, and whether both types of reasoning will change in order to accommodate information provided by the other type of reasoning. Another important question is what
is the appropriate boundary between these
two approaches, what aspects of the problem should use a symbolic approach and what
a sub-symbolic approach. I have been surprised by recent work that has shown how
deep multiagent reinforcement learning with
sufficient experience can learn what limited information to transfer among agents for effective distributed control. Thus, this question of
appropriate boundaries will take a long time to
settle as we more deeply understand the capabilities of deep learning for the field’s prob31
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lems. This discussion is in no way intended
to minimize the challenges (scalability, sample
efficiency, etc.) faced in developing practical
distributed deep learning approaches. Even
though there are many challenges in applying
this distributed deep learning, it is this technology combined with high-level multiagent approaches that has the near-term potential to
lead to important breakthroughs in challenging industrial application. More generally it is
crucial for the AAMAS community to go out of
its way to interact with industry to effectively
transfer agent and multiagent technology to
their applications, which is key for our field’s
long-term viability.
Finally, I want to address an issue associated
with the AAMAS conference and the varied
and disparate research sub-disciplines that
it encompasses. This is a strength of the
field, in that it brings to bear a wide range
of ideas from very different perspectives to
solve problems associated with constructing
distributed intelligent systems. However, how
much cross-fertilization really goes on among
the sub-disciplines? Do researchers in one
sub-discipline even know what are the active
research questions and important results of
other sub-disciplines? This is a natural problem in any conference with as wide a focus as
AAMAS. However, if the conference/field is not
to fracture into sub-fields and sub-conferences
that lead to AAMAS not being the key place to
publish research, then this issue must be addressed head-on.

Michael Luck, King’s College London
When considering the 20 years of AAMAS,
it can be illustrative to consider the work of
the European Commission funded AgentLink
projects in the early part of the century
that aimed to support research in agentbased computing, promote the field and help
with technology adoption. As part of these
projects, two technology roadmaps for agentbased computing (Luck, McBurney, & Preist,
2003; Luck, McBurney, Shehory, & Willmott,
2005) were developed, with a timeline to
around now! As well as reaching out to wider
audiences, including industry, these technology roadmaps also sought to articulate a kind
of manifesto (Luck, McBurney, & Preist, 2004)
for the research community in terms of iden-
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tifying research challenges that needed addressing.
At the time, some new developments had the
potential to drive forward work in the field. For
example, the advent of web services offered
an infrastructure on which to base practical
agent systems, while visions of and progress
in new areas like ambient intelligence, pervasive computing, and grid computing held
promise for equally fundamental shifts in the
computing landscape. Yet at the start of AAMAS it was common for researchers to be
careful about how they described such work,
with many avoiding the use of labels such as
“artificial intelligence” or “agents” in contrast to
the current public discourse on AI in a much
changed world. Now, many claim the use of
AI in products even when no such technology
is yet present!
Despite this change, many aspects of the field
in AAMAS have remained important and central. Back in 2005, the AgentLink roadmap
identified six broad technological areas of research and development: industrial strength
software, agreed standards, infrastructure for
open communities, reasoning in open environments, learning technologies, and trust & reputation. Putting aside issues of technology
adoption, the balance of learning technologies
on the one hand and reasoning in open environments on the other is playing out more
widely in AI, with trust and reputation now understood as crucial not just in technical terms,
but also for humans in ensuring adoption.
Perhaps most interesting from the perspective
of the roadmap, and the work across AAMAS
conferences across the years, is the notion
of autonomy (Harel, Marron, & Sifakis, 2020;
Luck & d’Inverno, 1995). Today, autonomy as
a concept is not something that needs to be
explained to the wider public, and is a major issue across very many domains, yet it remains
both crucial to the AAMAS field and is deeply
characteristic of it and distinguishing.
Yet despite this obvious currency and the
longevity of the field and the conference, many
ask where the examples of real deployed applications using agent technologies are. This
has been asked often and no doubt will be
asked again; for example, in 2007 Hendler
posed the question of where all the agents
have gone (Hendler, 2007). Among others,
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McBurney and I argued that the agents were
out there in the world, busy doing things, but
importantly that the technologies being used
have not specifically been classed or promoted as agent technologies (McBurney &
Luck, 2007). A contrast with object orientation, which was regarded previously by some
as a selling point for new products, is illustrative. In the context of AI, the reverse has been
true in that it was undersold because it was
poorly regarded for many years and only recently has been seen as an attractive descriptor. Agent technologies of various kinds have
been used in different applications but not always revealed because of the commercial advantage gained, as with trading systems, for
example. Others, especially with applications
of optimization and simulation technologies as
well as in other areas (Dorri, Kanhere, & Jurdak, 2018; Munroe et al., 2006), have been
more visible, and the current pandemic has
demonstrated the value of some agent-based
modeling techniques in particular (see, e.g.,
Adam, 2020; Kano, Yasui, Mikami, Asally, &
Ishiguro, 2021; Staffini, Svensson, Chung, &
Svensson, 2021).
The future of the field is thus very exciting.
But the specific question to ask is what are
the problems to which we can contribute?
When we understand that there are very many
problems characterized by distribution and a
need for autonomy and coordination in the
very broadest sense, then there is great scope
for impact. Many new areas are still just in
their infancy. We already have an Internet of
Things, with an ecosystem of multiple interacting computational entities, though perhaps
not yet with the richness that requires consideration of some of the issues that have been
studied in this field. And, as we progress, the
demand for solutions to increasingly complex
problems that balance the need to coordinate
with the benefits of autonomy will increase.
Considering organizations, norms and organizational structures in relation to the management of computational systems, for example, as has been done in AAMAS for many
years, could provide valuable insights and solutions to system management. But they could
also help to address some very different questions relating to responsible AI, issues of regulation and trust, and value-driven systems
(via norms). This is important for technical
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solutions and also important for human solutions in providing some confidence to regulators and the user community. I believe that the
AAMAS community has a lens on this that is
distinct and unique.
In this respect, there are very many opportunities for the AAMAS community and the conference, but one lesson that may be learned is
to ensure to engage with the public (as some
are now doing). We need to be careful with
our language and ensure that it’s meaningful
for the wider public as well as for us as scientists and engineers because our work is now
very much in the public sphere. At the same
time, we also have a responsibility to educate
in relation to the technical issues as well as the
societal ones. One important message from
the AAMAS perspective may be to ensure that
there is general recognition of the wide array
of technologies available and to explicate that
there are specific problems caused by distribution, coordination, and autonomy that must
be tackled if we are to realize the promise of
what future visions of technology offer.

Ana Paiva, Instituto Superior Técnico
As the first AAMAS conference was held as a
result of merging ICMAS, AA, and ATAL into
one large event, it was clear that the field was
aggregating different disciplines into a core vision, becoming mature enough to be considered as one of the major areas of AI.
The AAMAS conferences started with a general enthusiasm around the idea that machines could capture the nature of intelligence
in a distributed way through agents that perceive, reason, learn, and act in the environment. In the early events, ideas and research
were not only novel but also somehow revolutionary, making the field very exciting. Researchers strived to combine theoretical approaches to distributed intelligence with concrete technical developments and innovative
applications.
One important aspect standing out in the AAMAS conferences, when compared to other
AI-related events, was the way it welcomed female researchers, and how it supported newcomers and students to flourish within our
community. This effort made the community become more diverse and innovative. By
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2008, as the field matured, it was clear that areas that explore embodiment in agents, such
as virtual agents and robotics, should also
play important roles, and special tracks were
created at the 2008 edition of AAMAS in Portugal to capture this multiplicity of applications
and uses of multiagent systems. These areas
of embodied agents (which included virtual
agents and robots) were essential to foster the
inclusion of concrete applications where intelligent agents are placed in the real world, in
complex settings where different agents and
even humans must interact.
And over these 25 years, as AI became increasingly more salient and widespread in
many sectors of our society, and its achievements have expanded into the realm of the
general public, the area of autonomous agents
and multiagent systems also became more
prevalent. Words such as “agents”, “bots” or
“robots”, became common terms recognized
by the general public to mean “intelligent machines” and “artificial intelligence”. Autonomy
is now widely referred as one of the major
properties of intelligent machines, and the AAMAS field has embraced some major efforts to
consider that agents will be not only interacting and negotiating with other agents, but also
with humans. We are now facing a new big
challenge to study, simulate, and engineer hybrid societies of humans and agents. Agents
must be able to interact with humans in transparent and trustworthy ways, promoting and
contributing to positive societal changes.

Jaime Sichman, Univ. de São Paulo
The AAMAS conference has been the most
significant scientific venue to discuss new
ideas and insights for the use of autonomous
intelligent agents in the last 20 years. Undoubtfully, it has offered results and solutions in theoretical and computational aspects
concerning the use of economic and social
paradigms in solving problems involving a set
of these agents, in a distributed way: this latter
aspect has been a concern of the community
since the late 1970s (Lesser & Corkill, 1983).
Human-agent interaction has been a consistent focus of research, involving the use of
traditional AI techniques like knowledge representation and reasoning, as well as learning
and adaptation. The practical development of
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such systems, i.e., how to engineer them, has
also been a permanent focus of research during these years. Moreover, it is important to
stress the importance of two subfields that are
very particular of this community and whose
importance has been enlarged in recent years
and probably will be of even greater interest in
the ones to follow.
The first of them is concerned with agentbased simulation (Sichman, Conte, & Gilbert,
1998). Trying to narrow the gap between social and computer scientists, the idea is to establish how new results and insights may be
reached using a decentralized approach for
simulation, thereby enabling the investigation
of the emergence of social phenomena from
local interactions. In particular, important attempts have used such techniques to investigate the spread of the COVID-19 pandemic
in Scandinavian (F. Dignum, 2021) and Southeast Asian (Gaudou et al., 2020) countries.
The other subfield is concerned with how to
establish coordination, organizations, institutions, and norms in such systems (Boissier et
al., 2006). This issue is particularly important
where there are general concerns about ethical limits on the use of autonomous agents
and AI techniques (V. Dignum, 2019). One
must recognize that such problems have been
discussed in the community since a long time
(Falcone & Castelfranchi, 2001), and especially in the context of socio-technical systems
(Nardin et al., 2016; Singh, 2014), which involve interaction between people and such autonomous agents.
In the near future, issues related to all these
subfields will receive greater attention, since
mixed societies involving people and intelligent agents will be more and more frequent.
Certainly, the AAMAS community will propose
original solutions for these new challenges
that will face us in the coming decades.
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