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Machine Learning and Microeconomics

RAFAEL M. FRONGILLO, Harvard University

The focus of my research is on theoretical problems at the interface between ma-
chine learning and microeconomics. This interface is broad, spanning domains such
as crowdsourcing and prediction markets, to finance and algorithmic game theory. I
am particularly interested in applying machine learning theory to economic domains,
such as using coordinate descent to understand market behavior, and conversely using
economic models to develop more robust and realistic techniques for machine learning.

Online Learning in Economics
Broadly speaking, online (machine) learning algorithms are those which make predic-
tions “on the fly” as data points arrive, rather than waiting for all the training data to
predict. These algorithms often have performance guarantees which hold even in the
presence of an adversary who chooses the worst possible data stream. The dynamic
nature and strong guarantees of these algorithms make them useful tools for model-
ing agent behavior. While I have contributed to online learning itself, in my masters
thesis [18] as well as more recently [26], I present here some applications to economics.

Robust option pricing. Would the prices of financial derivatives change if investors
assumed that the stock market fluctuations were chosen by an adversary? That is what
my coauthors and I set out to understand when we applied techniques from online
learning to financial derivative pricing, asking how much higher a price an investor
would pay for such a contract if the only alternative was to trade by herself in a stock
market personally dead-set against her. Surprisingly, we found in [4; 2] that under
mild assumptions on the stock market volatility, the pricing would not change—that
is, the stock market is already as adversarial as possible! These results have strong ties
to game-theoretic probability and recent work unifying online learning algorithms.

Learning in games. Can online learning algorithms find Nash equilibria in games? It
was recently shown that there are no efficient algorithms to compute equilibria [11],
making this a natural question, especially when using learning algorithms as proxies
for intelligent or artificially intelligent behavior. As I showed with Christos Papadim-
itriou and others, the answer is: no, not always [10]. We analyze no-regret algorithms
in a 3×3 nonzero-sum game due to Shapley, and show that not only do they fail to find
the equilibrium, they actually diverge from it, even on average.This calls into question
whether Nash equilibria are suitable solution concepts for rational behavior in games.

Elicitation and Crowdsourcing
Information is the currency of our age. Entire occupations and disciplines are devoted
to creating, distributing, and exchanging information—and this information economy,
run on the platform of the internet, has become the nervous system of our civiliza-
tion. It is therefore natural to ask how this information is, and should be, traded and
exchanged in this strategic environment. Unlike most currencies, information is hard
to verify: your bank will confirm the amount of money received, but how would you
know how accurate a weather forecast is? Without any external signals, accuracy of
information is often entirely subjective. To regain objectivity, we can use the fact that
agents are strategic, and try to maximize their own welfare. This simple economic be-
havior lets us to leverage the incentives of the agent to ensure honest reports. This is
what I mean by elicitation—mechanisms to incentivize truthful reporting of private
information—and it is the focus of my dissertation [15] and much of my ongoing work.
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Scoring rules in crowdsourcing. In economics, a scoring rule is a mechanism which
elicits an agent’s belief about some future outcome, in the form of a probability dis-
tribution. Scoring rules are often used in crowdsourcing schemes, allowing the princi-
pal to collect information from multiple agents, but it is often unclear how to aggre-
gate the reports of multiple agents into a single estimate. With Yiling Chen and Ian
Kash [19], I developed a new elicitation framework with a principled method of aggre-
gation. The key is to elicit the confidence of the agents’ estimates, modeled using tools
from Bayesian statistics, thus allowing the principal to weigh the confident reports
more highly and achieve optimal aggregation. Our model is relevant to a wide variety
of settings, from Poisson rates to power-law distributions.

Scoring rules in machine learning. In machine learning, scoring rules show up in the
widely-used technique of empirical risk minimization, where an error function is min-
imized over the data. This technique is fundamental—in fact, its simplest form is used
throughout all of science: least-squares regression. In regression, we leverage the fact
that the sum of squared errors (x−di)

2 between the data points di and some value x is
minimized when x is the mean of the data. This simple fact begs two simple questions:

(1) What other error functions still yield the mean when minimized over the data?
(2) What are all statistics, other than the mean, which can be computed this way?

In particular, an answer to (2) would establish the limits of empirical risk minimiza-
tion. Framed back in economic terms, (1) asks for all scoring rules for the mean, and
(2) asks what properties of distributions are elicitable.

I have contributed to answering these fundamental questions. With Jake Aber-
nethy [1] and Ian Kash [16; 20], I generalized earlier results to fully answer (1): the
scoring rules for the mean precisely correspond to a well-known tool in machine learn-
ing called a Bregman divergence, an asymmetric distance derived from convex func-
tions. Amazingly, the answer to (2) is still unknown, with full understanding confined
to single-dimensional statistics. With Ian Kash [16; 20], I recently made significant
progress toward understanding the multidimensional case, both introducing new scor-
ing rules for known statistics and showing that other statistics cannot be elicited. I am
excited to continue closing this gap in our understanding of this fundamental question.

Connections to mechanism design. When does an elicitation scheme have good in-
centives? In the scoring rules literature, Gneiting and Raftery [22] show that scoring
rules can always be represented in terms of convex functions. In mechanism design,
a subfield of economics which elicits utilities of agents, the famous characterization
due to Myerson [25] says that the allocation rule must be monotone, or equivalently,
the derivative of the convex consumer surplus function. Despite the similarities be-
tween these two characterizations, however, the literature on their connection is sparse
(e.g. [13]). With Ian Kash [20], I settled this connection by showing that scoring rules
and mechanisms are both special cases of a slightly more general model, where the
agent has a private “type” and a utility function which is affine (linear plus a constant)
in that type. This observation allowed us to prove a general characterization theorem
which simplified existing results, and enabled us to extend results to both fields which
were previously unknown in one or the other. This work has continued to grow, reveal-
ing deep connections to prediction markets and other elicitation models, including new
notions of duality that beg further exploration.

Prediction Markets
Prediction markets are specifically designed to elicit and aggregate information from
the crowd: traders buy and sell securities with values that depend on some unknown
future outcome, such as a security worth $1 if Hillary Clinton wins the 2016 US presi-
dential election, and $0 otherwise. The market price is then interpreted as a prediction;



1:3

the price of the Clinton security intuitively corresponds to the consensus probability
that she will win. Prediction markets are changing the way we gather information,
from sports to geopolitical events, and have proven impressively accurate as a fore-
casting tool [8; 23; 28].

Interpreting prediction markets. A key motivation of prediction markets is that the
prices reflect the consensus belief of the market participants—but “consensus” in what
sense? Can we relate this consensus to the beliefs of the traders? In my work, I provide
answers to this question by viewing market activity as a dynamic process.

With Mark Reid and Nicolas Della Penna [14], I showed that when traders arrive in
a random order, the market activity corresponds to a standard machine learning algo-
rithm, stochastic mirror descent: the portfolio of securities purchase by each purchases
corresponds to the gradient of a particular function, and thus the market implicitly
minimizes the expected function. When traders have log utility, a natural setting from
economics, this function is minimized at mean belief of the traders, an interpretation
matching previous work [?]. From another perspective, Mark and I looked at traders
with an existing stake in the various outcomes of the prediction market, and wished to
minimize some notion of risk [21]. We showed that trading in this market corresponds
to a variant of randomized coordinate descent, in which traders implicitly minimize
the sum of their risks. Using a novel analysis of coordinate descent, we showed conver-
gence to a unique fixed point, which we described in terms of the inital positions.

Finally, Mark and I showed in [17] that prediction market prices can be derived from
a (generalized) exponential family of probability distributions, and used this insight to
settle an open question in machine learning about Bregman divergences. In [14] we
also give a novel interpretation of the market clearing price from economics (where
supply equals demand): the price which random market activity returns to on average.

Designing practical prediction markets. Early prediction market frameworks [9; 3] had
fixed liquidity, which measures how much money could potentially be made. There are
several reasons why we would like the liquidity to change over time, as observed in real
markets, either by increasing as traders arrive or by decreasing when new information
is revealed. In two separate papers [6; 12] I addressed these concerns, the first allowing
liquidity to increase without losing the important market and aggregation guarantees,
and the second which carefully decreased liquidity within a submarket corresponding
to the precise form of information being revealed. Together, these papers allow for a
much more flexible and practical design of prediction market mechanisms.

Going Forward: Markets ≈ Algorithms
One of the patterns that emerges as I step back from my own work and the work of my
colleagues is the analogy between machine learning algorithms and mutual interac-
tions of self-minded agents. The “market as algorithm” anology is hardly new—see the
long literature relating tâtonnement to convex programming—but something novel
has surfaced in recent years. The massive data sets at our fingertips have pushed ma-
chine learning ever more toward distributed algorithms—in fact, my time at Google
in 2012 was spent developing and implementing such an algorithm for a core infer-
ence engine [24]. This is where the magic comes in: the distributed nature of recent
optimization algorithms is a much better match for the decentralized nature of mar-
kets. We are at a stage where both directions of the market–algorithm analogy have
an unprecedented degree of relevance: I have contributed in [5] to the growing field in
machine learning seeking to develop market-based ensemble algorithms [27; 7], and
my work interpreting prediction markets above used optimization algorithms to make
sense of markets. Having worked on both machine learning and algorithmic economics,
I am excited to be in a unique position to leverage these connections.



1:4

REFERENCES
[1] J. Abernethy and R. Frongillo. A characterization of scoring rules for linear properties. In Proceedings of

the 25th Conference on Learning Theory, 2012.
[2] Jacob Abernethy, Peter Bartlett, Rafael Frongillo, and Andre Wibisono. How to hedge an option against

an adversary: Black-scholes pricing is minimax optimal. In Advances in Neural Information Processing
Systems 26, pages 2346–2354. Curran Associates, Inc., 2013.

[3] Jacob Abernethy, Yiling Chen, and Jennifer W. Vaughan. Efficient market making via convex optimiza-
tion, and a connection to online learning. ACM Transactions on Economics and Computation, 1(2):12,
2013.

[4] Jacob Abernethy, Rafael M. Frongillo, and Andre Wibisono. Minimax option pricing meets black-scholes
in the limit. In Proceedings of the 44th symposium on Theory of Computing, STOC ’12, 1029–1040, 2012.

[5] Jacob D. Abernethy and Rafael M. Frongillo. A collaborative mechanism for crowdsourcing prediction
problems. In Advances in Neural Information Processing Systems 24, pages 2600–2608, 2011.

[6] Jacob D. Abernethy, Rafael M. Frongillo, Xiaolong Li, and Jennifer Wortman Vaughan. A general volume-
parameterized market making framework. In Proceedings of the Fifteenth ACM Conference on Eco-
nomics and Computation, EC ’14, pages 413–430, New York, NY, USA, 2014. ACM.

[7] Adrian Barbu and Nathan Lay. An introduction to artificial prediction markets for classification. Journal
of Machine Learning Research, 13:2177–2204, 2012.

[8] J. E. Berg, R. Forsythe, F. D. Nelson, and T. A. Rietz. Results from a dozen years of election futures
markets research. In C. A. Plott and V. Smith, editors, Handbook of Experimental Economic Results,
volume 1, pages 742–751. Elsevier, 2008.

[9] Y. Chen and D.M. Pennock. A utility framework for bounded-loss market makers. In Proceedings of the
23rd Conference on Uncertainty in Artificial Intelligence, pages 49–56, 2007.

[10] C. Daskalakis, R. Frongillo, C. Papadimitriou, G. Pierrakos, and G. Valiant. On learning algorithms for
nash equilibria. Algorithmic Game Theory, pages 114–125, 2010.

[11] Constantinos Daskalakis, Paul W. Goldberg, and Christos H. Papadimitriou. The complexity of comput-
ing a nash equilibrium. SIAM Journal on Computing, 39(1):195–259, 2009.

[12] Miroslav Dudk, Rafael Frongillo, and Jennifer Wortman Vaughan. Market making with decreasing util-
ity for information. Conference on Uncertainty in Artificial Intelligence, 2014.

[13] Amos Fiat, Anna Karlin, Elias Koutsoupias, and Angelina Vidali. Approaching utopia: strong truth-
fulness and externality-resistant mechanisms. In Proceedings of the 4th conference on Innovations in
Theoretical Computer Science, pages 221–230, 2013.

[14] R. Frongillo, N. Della Penna, and M. Reid. Interpreting prediction markets: a stochastic approach. In
Advances in Neural Information Processing Systems 25, pages 3275–3283, 2012.

[15] Rafael Frongillo. Eliciting Private Information from Selfish Agents. Ph.d., EECS Department, University
of California, Berkeley, August 2013.

[16] Rafael Frongillo and Ian Kash. Vector-valued property elicitation. Preprint, 2014.
[17] Rafael Frongillo and Mark D. Reid. Convex foundations for generalized MaxEnt models. MaxEnt, 2013.
[18] Rafael M. Frongillo. Online hypergraph matching: hiring teams of secretaries. M.eng., Department of

Computer Science, Cornell University, May 2008.
[19] Rafael M. Frongillo, Yiling Chen, and Ian A. Kash. Elicitation for aggregation. arXiv:1410.0375, 2014.
[20] Rafael M. Frongillo and Ian A. Kash. General truthfulness characterizations via convex analysis. In Web

and Internet Economics. Springer, 2014.
[21] Rafael M. Frongillo and Mark D. Reid. Risk dynamics in trade networks. arXiv:1410.0413, October 2014.
[22] T. Gneiting and A.E. Raftery. Strictly proper scoring rules, prediction, and estimation. Journal of the

American Statistical Association, 102(477):359–378, 2007.
[23] J. Ledyard, R. Hanson, and T. Ishikida. An experimental test of combinatorial information markets.

Journal of Economic Behavior & Organization, 69(2):182–189, 2009.
[24] Indraneel Mukherjee, Kevin Canini, Rafael Frongillo, and Yoram Singer. Parallel boosting with momen-

tum. In Machine Learning and Knowledge Discovery in Databases, pages 17–32. Springer, 2013.
[25] R. B. Myerson. Optimal auction design. Mathematics of operations research, pages 58–73, 1981.
[26] Mark D. Reid, Rafael M. Frongillo, Robert C. Williamson, and Nishant Mehta. Generalized mixability

via entropic duality. arXiv:1406.6130 [cs], June 2014. arXiv: 1406.6130.
[27] A. Storkey. Machine learning markets. Arxiv preprint arXiv:1106.4509, 2011.
[28] J. Wolfers and E. Zitzewitz. Prediction markets. Journal of Economic Perspective, 18(2):107–126, 2004.


