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1. OVERVIEW
My research is at the intersection of computer science and economics. I study
systems where multiple self-interested agents interact and I aim to design such
systems to achieve desirable outcomes. Lately, researchers are increasingly making
use of large and distributed groups of participants to solve complex problems. For
example, businesses including Amazon, Yelp, and Expedia strive to collect truthful
opinions about products and services. Prediction markets such as Inkling markets
(home.inklingmarkets.com) are used to elicit accurate estimates about political,
business, and entertainment events. Sites like All Our Ideas (www.allourideas.org)
and openIDEO (openideo.com) aim to collect creative and useful solutions to important
social challenges.

My research is first and foremost driven by the desire to understand the strategic
interactions of self-interested participants in a complex system. Given a certain system
design, the participants determine their strategies to maximize their welfare, but
their behavior is not necessarily desirable for the designer’s objective. For instance,
the state-of-art prediction market mechanism only motivates a participant to reveal
truthful information if she trades once in the market. Beyond understanding the
participants’ behavior, I would like to better design these systems to incentivize
desirable participants’ behavior for a wide range of problems.

In pursuing these goals, I use techniques and insights from artificial intelligence,
microeconomics, statistics, human computer interaction and the social sciences.
Economic theory has promising ways to incentivize desired behavior from strategic
agents, and computer science provides algorithms to coordinate and to analyze
the participants’ behavior. Furthermore, I enjoy tackling problems using a mix of
theoretical and experimental approaches, in order to address the significant gap
between theory and practice in this field. For instance, peer prediction methods have
nice theoretical guarantees but have not been evaluated in experiments. Prediction
markets have stellar practical performance, but lack theoretical explanations for
its success. My eventual goal is to design these systems to have great practical
performance and solid theoretical foundations.

2. INFORMATION ELICITATION AND AGGREGATION
My dissertation research focuses on developing and analyzing methods for eliciting
and aggregating dispersed information. I have addressed a number of problems
including experimentally studying the elicitation of subjective opinions using peer
prediction methods and theoretically characterizing the participants’ equilibrium
behavior in prediction markets.

2.1. Eliciting subjective opinions using peer prediction methods
Many businesses such as Amazon, Yelp, and Expedia face the problem of truthfully
eliciting people’s subjective opinions about products, restaurants, hotels, etc. This
problem is especially difficult because there is no observable ground truth to evaluate
the reported opinions against, and anecdotally fake reviews are a widespread
phenomenon on these platforms. Peer prediction methods are carefully designed
monetary rewards to induce a truthful equilibrium, where all participants reveal their
private opinions truthfully. However, they also admit uninformative equilibria where

ACM Journal Name, Vol. V, No. N, Article A, Publication date: January YYYY.



A:2

all participants make the same report and reveal no useful information, and the theory
does not predict which equilibrium the participants will choose in practice.

In joint work with Andrew Mao, Yiling Chen, and Ryan P. Adams [Gao et al.
2014], I experimentally evaluated whether the Jurca and Faltings peer prediction
method [Jurca and Faltings 2009] motivates the participants to be truthful. Our
work is the first empirical evaluation of participants’ behavior towards a peer
prediction mechanism in terms of convergence to game-theoretic equilibria. Using
a hidden Markov model to capture players’ strategies from their actions, we show
that participants successfully coordinate on uninformative equilibria and the truthful
equilibrium is not focal, even when some uninformative equilibria do not exist or are
undesirable. In contrast, most players are consistently truthful in the absence of peer
prediction, suggesting that these mechanisms may be harmful when truthful reporting
has similar cost to strategic behavior.

2.2. Estimating uncertain events using prediction markets
Suppose that we want to estimate the chance that the Galaxy S5 will be available for
sale by September 2014. One way to obtain such an estimate is to run a prediction
market. Prediction markets let people bet on uncertain events and aggregate the
collected opinions to generate probabilistic forecasts of the events. They have been used
to forecast the US presidential election results, the world cup winner, Oscar winners,
etc, and they have been shown to be remarkably accurate in practice [Pennock and
Sami 2007].

Participants’ equilibrium behavior: Despite prediction markets’ success, existing
theory fails to explain why and how information gets aggregated in the market.
Theoretically, a myopic participant is incentivized to reveal her true opinion [Hanson
2002]. However, if the participants are forward looking, their equilibrium behavior has
not been fully understood, even for the most basic finite-stage finite-player setting.
In joint work with Jie Zhang and Yiling Chen [Gao et al. 2013], we brought the
state of art much closer to fully characterizing the participants’ equilibrium behavior
in prediction markets. Following prior equilibrium results for the conditionally
independent information structure [Chen et al. 2010], we characterized all of the
market equilibria for the independent information structure. For all other information
structures, we significantly narrowed down the participants’ possible equilibrium
strategies in a restricted market. For the independent information structure, for
example, forecasting whether a candidate will receive a majority of votes when each
voter decides on his vote independently, we established that the participants delay
revealing their private information as much at possible at all equilibria.

Using market forecast for decision making: One important purpose of adopting
prediction markets is to inform decision making. For example, GE Energy made
decisions on research funding distribution based on the trading prices of new
technology ideas in their internal prediction markets [Lacomb et al. 2007]. When
the market participants have stakes in the decision outcomes, they may have outside
incentives to misreport or withhold their information in the market. With Yiling Chen,
Rick Goldstein and Ian A. Kash, I showed the surprising result that, despite the
outside incentive, there still exist equilibria of the market where all participants’ private
information is revealed and incorporated into the market forecast [Chen et al. 2011].
These equilibria with full information aggregation are more desirable than many other
equilibria with respect to several criteria.
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Forecasting continuous random variables: With Yiling Chen and David M.
Pennock, I studied the problem of designing a prediction market to forecast continuous
random variables [Gao et al. 2009; Gao and Chen 2010]. Existing prediction markets
cannot handle continuous outcome spaces directly. If discretization is used, the
market may not provide sufficient expressiveness for the participants to reveal their
information. We proved the impossibility result that, if the participants can bet on
any subspace of their choice, then no prediction market is arbitrage free, guarantees
bounded loss for the market institution, and has price functions that are always
responsive to the trades conducted.

3. FUTURE DIRECTIONS
The rapid growth of the web in recent years presents many challenges and
opportunities for research at the intersection of computer science and economics.
Everyday, billions of users are tagging multimedia contents on Youtube and Flickr,
expressing their opinions on Facebook and Twitter, and contributing their knowledge
in Wikipedia and Stack Exchange. These activities generate a wealth of information
that need to be better organized and understood. Moreover, it is now possible to
mobilize geographically dispersed individuals to collaborate on solving complex tasks,
with examples such as the DARPA Network Challenge and the Haiti earthquake
relief. Going forward, I am excited to tackle problems in these broad settings by
using theoretical and applied approaches while collaborating with researchers from
computer science and economics.

I am particularly excited about the direction of developing better theoretical models
to explain and predict the participants’ behavior in complex multi-agent systems.
My research [Gao et al. 2014; Pfeiffer et al. 2012] showed that existing models from
economics or computer science made simplifying assumptions about the participants.
Peer prediction theory assumes that the participants are perfectly rational and welfare
maximizing [Gao et al. 2014], but ignores the influence of bounded rationality, prior
knowledge and biases on the participants. The adaptive polling algorithm captures the
noise in the participants’ behavior using statistics [Pfeiffer et al. 2012], but overlooks
the participants’ tendency to strategize and maximize their welfare. A model that
can better explain and predict the participants’ behavior will necessarily incorporate
multiple aspects of the participants’ behavior and also reveal which aspect of the model
is important in a given setting. Building such a model is a necessary step towards
improving the system design to induce more desirable behavior from the participants.

To this end, I am enthusiastic about developing customized models using
experimental data to better explain and predict the participants’ behavior, which
is in similar spirit to existing work using behavioral game theory [Wright and
Leyton-Brown 2013]. With James R. Wright, Kevin Leyton-Brown, Andrew Mao,
Yiling Chen, and Ryan P. Adams, I’ve begun to pursue this direction using our
peer prediction experimental data. I am evaluating the predictive power of existing
models such as reinforcement learning and stochastic fictitious play as well as directly
building customized models based on the data. I see an exciting opportunity in using a
data driven approach to better understand how humans learn to play repeated games
in multi-agent systems.

REFERENCES
Yiling Chen, Stanko Dimitrov, Rahul Sami, Daniel M. Reeves, David M. Pennock, Robin D. Hanson, Lance

Fortnow, and Rica Gonen. 2010. Gaming Prediction Markets: Equilibrium Strategies with a Market
Maker. Algorithmica 58 (December 2010), 930–969. Issue 4.

Yiling Chen, Xi Alice Gao, Rick Goldstein, and Ian A. Kash. 2011. Market Manipulation with Outside
Incentives. In Proceedings of the 25th AAAI Conference on Articial Intelligence.

ACM Journal Name, Vol. V, No. N, Article A, Publication date: January YYYY.



A:4

Xi Gao, Yiling Chen, and David M Pennock. 2009. Betting on the real line. In Internet and Network
Economics. Springer, 553–560.

Xi Alice Gao, Yoram Bachrach, Peter Key, and Thore Graepel. 2012. Quality Expectation-Variance Tradeoffs
in Crowdsourcing Contests. In Proceedings of the 26th AAAI Conference on Artificial Intelligence
(AAAI’12).

Xi Alice Gao and Yiling Chen. 2010. An axiomatic characterization of continuous-outcome market makers.
In Internet and Network Economics. Springer, 505–514.

Xi Alice Gao, Andrew Mao, Yiling Chen, and Ryan P. Adams. 2014. Trick or Treat: Putting Peer Prediction
to the Test. In Proceedings of the 15th ACM Conference on Economics and Computation (EC’14).

Xi Alice Gao and Avi Pfeffer. 2010. Learning Game Representations from Data Using Rationality
Constraints. In Proceedings of the 26th Conference on on Uncertainty in Artificial Intelligence (UAI’10).

Xi Alice Gao, Jie Zhang, and Yiling Chen. 2013. What You Jointly Know Determines How You Act —
Strategic Interactions in Prediction Markets. In Proceedings of the 14th ACM Conference on Electronic
Commerce (EC’13).

Robin Hanson. 2002. Logarithmic market scoring rules for modular combinatorial information aggregation.
George Mason University (2002).

Radu Jurca and Boi Faltings. 2009. Mechanisms for making crowds truthful. Journal of Artificial Intelligence
Research 34, 1 (2009), 209–253.

Christina Ann Lacomb, Janet Arlie Barnett, and Qimei Pan. 2007. The imagination market. Information
Systems Frontiers 9, 2-3 (July 2007), 245–256.

Kenneth C Lichtendahl Jr, Yael Grushka-Cockayne, and Phillip E Pfeifer. 2013. The Wisdom of Competitive
Crowds. Operations Research 61, 6 (2013), 1383–1398.

Jan Lorenz, Heiko Rauhut, Frank Schweitzer, and Dirk Helbing. 2011. How social influence can undermine
the wisdom of crowd effect. Proceedings of the National Academy of Sciences of the United States of
America 108, 22 (2011), 9020–9025.

David M Pennock and Rahul Sami. 2007. Computational aspects of prediction markets. Algorithmic game
theory (2007), 651–674.

Thomas Pfeiffer, Xi Alice Gao, Yiling Chen, Andrew Mao, and David G. Rand. 2012. Adaptive Polling
for Information Aggregation. In Proceedings of the 26th AAAI Conference on Artificial Intelligence
(AAAI’12).

James R Wright and Kevin Leyton-Brown. 2013. Evaluating, Understanding, and Improving Behavioral
Game Theory Models For Predicting Human Behavior in Unrepeated Normal-Form Games. CoRR
abs/1306.0918 (2013). http://arxiv.org/abs/1306.0918

ACM Journal Name, Vol. V, No. N, Article A, Publication date: January YYYY.


