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My research lies on the intersection of machine learning and computer vision. This is reflected by the venues
where I have been publishing my work: ICML and NIPS on the machine learning side, and CVPR, IJCV, and
ACM MM on the computer vision side. The underlying theme of my research is to understand and model
the mathematical structure of the research questions in order to develop effective and efficient algorithmic
solutions, with strong analytical properties and compelling practical performance.

Domain adaptation. I have contributed to various aspects of domain adaptation, an emerging statis-
tical machine learning paradigm, together with my Ph.D. supervisor Fei Sha and our collaborator Kristen
Grauman. Advances in domain adaptation can significantly increase our capability to deploy autonomous
and intelligent systems in challenging environments where uncertainty prevails. In terms of adaptation
algorithms, we develop kernel-based methods for inferring robust features that are resilient (or invariant)
to the mismatch between two domains [Gong et al. 2012b; Gong et al. 2013a; 2014; Gong et al. 2012a]. In
terms of the open question of how to evaluate the “adaptability” of a source domain to the target domain,
we propose a rank-of-domains metric to give some insights about the geometrical and statistical discrep-
ancy among domains [Gong et al. 2012b]. Besides, we raise the concern about how to define a domain with
real data [Gong et al. 2013b]. Our study shows that the manually defined domain boundaries with domain
knowledge are not necessarily the best for adaptation. We propose an algorithm to “reshape” the data to
domains that are better in the sense of adaptation performance on the target.

It is delightful to see that our work on domain adaptation has advanced the progress in this field. I
have been constantly receiving requests for codes and collaborations from researchers at UC Berkeley, UT
Austin, University of Maryland, NTU Singapore, AT&T Lab, Microsoft Research Asia, etc. I have also been
invited to present our research at the Jet Propulsion Laboratory, a recent workshop on ECCV 2014, and
some university labs.

3D data anslysis and classification. Before working on the project of domain adaptation, I spent
a significant amount of efforts on 3D data analysis and classification. I proposed a low-level descriptor to
measure the overall flexibility of a 3D object [Gong et al. 2009b]. For instance, an octopus is more flexible
than a shark. This is a good complement to the other types of feature representations, as validated in the
context of 3D object retrieval (3DOR). I have also developed some high-level “describable” features for 3D
object representations [Gong et al. 2013]. These features are of particularly interest to users who want to
search for some 3D objects but have scarce exemplars in their laptops, because the users can simply use such
features to describe what they have in mind about the objects. A corresponding user-friendly interface [Gong
et al. 2011] was demonstrate in ACM MM 2011. Here I quote the comments from one of our reviewers: “I
found the idea very interesting and suggesting a shift of paradigm in 3DOR. I like this a lot.” Additionally, I
also worked on 3D facial expression recognition [Gong et al. 2009a].

Recent and ongoing work. More recently, I work on video summarization which is challenging yet
with great application potentials. We propose a new probabilistic model, sequential determinantal point
process (seqDPP) [Gong et al. 2014], to teach the system to learn from human-created summaries how to
select informative and diverse video frames, so as to best meet evaluation metrics derived from human-
perceived quality. This is sharply in contrast to the prior approaches, which are largely unsupervised in
nature and only focus on selecting “important” frames. I have also developed a large-margin training pro-
cedure for seqDPP and DPP. Some preliminary results show that it outperforms the currently prevailing
methods for training DPP models. The manuscript is under preparation. My other hands-on experiences
include multi-task learning, kernel methods, neural networks, online learning, scene parsing, etc.

In the following sections, I will focus on my research on domain adaptation.
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Fig. 1. Illustration of unsupervised domain adaptation. The objective is to classify the unlabeled mobile
phone (target) images which have different characteristics from the labeled Flickr (source) images. The
central idea behind our approaches is to reduce the gap between the source and the target domains by
learning a domain-invariant feature space using kernel methods.

Introduction to domain adaptation
Imagine that we are to deploy an Android application to recognize objects in images
captured with mobile phone cameras. Instead of demanding that users provide labels
to our learning algorithms, can we train classifiers with existing tagged images (e.g.,
Flickr images) or labeled vision datasets? See Fig. 1 for an illustration.

Our intuition says no. We suspect that the strong distinction between images in
those datasets and typical mobile phone images will cripple those classifiers. Indeed, a
stream of studies have shown that when the classifiers are evaluated outside of their
training datasets, the performance degrades significantly [Torralba and Efros 2011;
Dollár et al. 2009]. Beyond object recognition, mismatched training and test conditions
also prevail in other computer vision tasks [Jain and Learned-Miller 2011], speech
recognition [Leggetter and Woodland 1995], and text analysis [Blitzer et al. 2007].

In all these pattern recognition tasks, there is a common theme. There are two types
of datasets: one from a source domain with a large amount of labeled data and the
other from a target domain with very few or no labels. The two domains have different
idiosyncracies. Since conventional learning algorithms rely heavily on the assumption
that data used for training and testing are drawn from the same distribution, they
are inadequate in the face of such mismatched domains. Thus, the main objective of
domain adaptation is to adapt the classifiers trained on the source domain to the target
domain to attain good performance there.

When there is no labeled data from the target domain, the problem is called un-
supervised domain adaptation. When some labeled data from the target domain is
accessible, the problem is similar to semi-supervised learning and is referred to as
semi-supervised domain adaptation. In either case, however, the labeled target data
alone is insufficient to construct a good classifier. Therefore, the key to domain adap-
tation is to effectively leverage the labeled source data and the unlabeled target data.

My research on domain adaptation
I have made major contributions to various aspects in this field, together with my
Ph.D. supervisor Fei Sha and our collaborator Kristen Grauman. We strive to advance
the progress of tackling the following questions in domain adaptation.

Question I: How can we build classifiers that are robust to mismatched distribu-
tions? Fig. 1 illustrates the central idea of our approaches. We infer robust features
that are resilient (or “invariant”) to the mismatch and meanwhile preserve the dis-
criminative capability of the data using kernel methods.

With the well-known “kernel trick”, we derive a geodesic flow kernel (GFK) [Gong
et al. 2012b] to model the domain shift between the source and the target. GFK inte-
grates out an infinite number of subspaces interpolating between the two domains. Its
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effect of domain-invariance can be understood as the result of averaging the idiosyn-
cracies of the source, the target, as well as the other phantom domains in between.
GFK is conceptually clean with only one free parameter (the subspace dimension),
computationally efficient thanks to the closed-form kernel function, and empirically
effective as tested on several benchmark datasets in vidual domain adaptation.

Built upon GFK, we exploit the insight that not all instances from the source domain
are created equally in terms of adapting to the target domain. Existing research has
been limited to macroscopically examining the distribution discrepancy between two
domains. This notion is stringent, as it forces to learn inefficiently (or even erroneously)
from “hard” source instances that might be just outliers to the target domain.

In contrast, we examine distribution similarities microscopically at the instance
level; our approach identifies the most desirable “landmark” instances from the source
domain, to bridge the source and the target domains and facilitate adaptation. The
landmarks are a subset of labeled source instances but distributed like an i.i.d. sam-
ple from the target. We develop algorithms to automatically identify the landmarks
and use them to build strong classifiers for the target domain [Gong et al. 2013a].

Question II: Given multiple labeled source domains, from which of them would we
have the best adaptation performance on the target domain? Of course we can develop
multi-source adaptation algortihms to harvest the labeled data from all the source
domains. However, this is not necessarily the best solution especially when there exists
a source domain which is much closer to the target than the others. It is therefore
desirable to gain some insights about the “adaptabilities” of the source domains to the
target domain, without actually running any adaptation algorithms.

To this end, we propose a rank-of-domains (ROD) metric [Gong et al. 2014] to coma-
pare two domains from both geometrical and statistical perspectives. Geometrically,
we characterize the domains by subspaces and calculate the principle angles between
them. Statistically, we fit several Gaussian distributions to the data and compute the
symmetric KL-divergence between each pair of them. The overall ROD aggregates
both aspects. Our empirical study shows that ROD is well aligned with the adaptation
performance on a variety of source-target pairs using different adaptation algorithms.

Question III: What is a domain composed of? A domain refers to an underlying data
distribution which is unknown in most cases. In the literature, a common practice is
to equate datasets with domains when the datasets have distinct characteristics from
each other. While this is natural for some applications (e.g., speaker-specific domains in
speech recognition), it is questionable for others. Take visual recognition for instance.
In addition to large intra-category appearance variations, images and videos are also
significantly affected by pose, illumination, occlusion, camera resolution, etc. These
factors overlap and interact in complex ways, blurring the domain boundaries among
different datasets. In fact, the datasets could be an agglomeration of several latent
domains. Thus, modeling a dataset as a single domain would potentially weaken the
adaptation performance.

How can we avoid such pitfalls? Our key insights are two axiomatic properties that
latent domains should possess [Gong et al. 2013b]: maximum distinctiveness and max-
imum learnability. By maximum distinctiveness, we identify domains that are maxi-
mally different in distribution from each other. This ensures domains are character-
istic in terms of their inter-domain variations. By maximum learnability, we identify
domains from which we can derive strong discriminative models to apply to new test
data. We implement these two properties by a nonparametric method, which leads to
much better performance than adapting from the original datasets.

Question IV: Request for travel support? Yes. I greatly appreciate it.
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