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Introduction

Multi-agent systems, coupled with algorithmic game theory, have been making great strides in
trying to model and understand agents’ (both automated and human) actions and behavior in
various settings—commercial, ideological, or personal. Significantly, the field offers a methodol-
ogy and a way to approach and analyze problems which can contribute to our understanding of
common human behaviors, and can also be applied in a natural way to computational systems,
enabling automated agents that are more capable of catering to human requirements. These
techniques have proven themselves useful in helping design various multi-agent mechanisms,
helping planners clarify the attributes of a system for its participants.

Previous Work

Making Nash Equilibrium Relevant

Stability is a fundamental concept in game theory; it is an outcome where players do not seek
to change their behavior, as no other option will provide them with a better result. This
basic concept of Nash equilibrium, while quite attractive and useful, is not applicable in many
fields, due to theoretic models that encapsulate too little information about an interaction. The
result is a deficient game-theoretic model, where Nash equilibria are an inappropriate solution
concept.

One of the fascinating aspects of human and artificial systems is decision making in a multi-
agent environment. When each agent has a preference over a set of options, the aggregation
of these preferences essentially constitutes an election, in which a voting rule is used to select
a winning option, using participants’ choices as input (the computational aspects of these
preference aggregation scenarios are known as computational social choice). The Gibbard-
Satterthwaite theorem [7, 19] showed that any reasonable voting rule can be manipulated
by its participants,1 hence one way of understanding election outcomes is to understand its
equilibria—what options would ultimately be selected if all voters were as strategic as they
wished to be? Under our current models, however, there are a large number of equilibria even
in simple games, many of them nonsensical, which would never be reached in a reasonable
aggregation procedure (e.g., all voters voting for their least favorite candidate).

To deal with this problem, more sophisticated voter models have been proposed: truth bias
(first suggested by [6]), in which it is assumed that voters prefer to vote truthfully, all other
things being equal (including the outcome); lazy bias (first suggested by [5]), in which voters
have a slight preference to not participate in the election; and iterative voting (first suggested by
[16]), which elucidates the procedure by which participants modify their vote until they converge
to a stable state. In various papers we have expanded the iterative model to additional voting
rules, and showed the procedure’s limitations (e.g., it does not converge to a stable state for

1What is called “strategic voting” in elections (though commonly nicknamed “tactical voting” by the public
in the context of national elections).



any voting scoring rule except plurality and veto) [11], showed how truth-bias can decrease
the number of equilibria [20], all while expanding it to more voting rules [17], and presenting
a characterization of combining these different models [18]. More recently, we have presented
a more expansive model, inclusive of the above models, that allows us to incorporate election
uncertainty, when some information is known (e.g., from polls), but the complete picture is not
known (as was assumed in previous models). We analyzed the model’s properties for plurality,
and described its performance [15].

Simulations We carried out an analysis of voting rules’ performance in [20], but more re-
cently we have built a larger framework (released to the computational social choice research
community). It allows an iterative voting process to be modeled with thousands of games,
varying many of the model’s variables (such as voters’ assumption of how uncertain or volatile
the election is), and many distributions over votes. The simulations have enabled us to em-
pirically demonstrate various properties of the model (which await theoretical proofs), as well
as to show its robustness (for example, certain expected properties from the political science
literature were reproduced). These simulations have enabled us to further explore the various
differences between voting rules and their properties (e.g., the “quality” of their outcomes) in
a far more realistic manner than was possible before.

Outside of the world of computational social choice, an interest in crowdsourcing and the
incentives it presents, led us to examine all-pay auctions, in which all participants pay their
bids.2 As is the case with voting, Nash equilibria (commonly used to examine the results
of other types of auctions) seem inappropriate in all-pay auctions: it implies that such an
auction should have no participants, though there obviously are participants in real-world all-
pay auctions. We have expanded the model, first by looking at collusions between participants
[10], and then by considering uncertainty about the participation of other players [14]; we were
able to show that these types of auctions are, in fact, worthwhile for their participants. Among
several surprising results, it turns out that in many cases players are better off not being aware
of collusion being carried out against them.

Groups and Cooperation

The effects of cooperation between agents are obviously profound, and go to the core of what
multi-agent systems are capable of. In addition to work on collusion in all-pay auctions (men-
tioned above, [10]), we also considered a cooperative game theory approach to a graph-based
problem [4] that resembles manufacturing processes (or any order-sensitive dynamic), and were
able to show requirements to ensure cooperation.

In another approach to addressing aspects of real-life groups, we modeled a recommendation
system for groups [12]. We elaborated on potential requirements for systems which, for example,
recommend a restaurant for a family, or recommend a game for a group of friends, each with
their own separate preferences, but seeking to make a common choice.

Present Work

Besides building on previous work in social choice [15], and using simulations to expand our
understanding of voting rules, in the past several months I have expanded my research into
several additional areas:

2An example might be a situation where many pharmaceutical companies invest in developing a new drug,
yet only one can succeed in patenting it.



On Networks I have been engaged in work that brings a high-level analysis to network
routing, using an axiomatic approach, and axiomatizing many common routing algorithms [13].
The goal is to construct a set of properties from which a system planner will select a desirable
subset that defines an appropriate routing algorithm. Much of this work is also relevant for
social and organizational networks, and we plan on expanding it in these directions as well.
More specifically focused on social networks, we have tried to understand the robustness of a
network against an adversary trying to dupe it by influencing some group of experts (e.g., a bad
restaurant trying to impress food critics), and showed several conditions for graph robustness
while examining the effects of various different capabilities of the adversary [1].

In the growing field of research of crowd-sourcing/funding, I have worked on two projects,
both with a practical angle. The first, a theory-oriented project, tries to remedy some of
the problems of the newly proposed NSF grant approval procedure, which is crowdsourced in
nature (grant submitters are also reviewing other grants). We proposed two mechanisms that
incorporate the new proposal’s use of a crowdsourced method, yet ensure strategy-proofness,
i.e., no player can influence their chance of acceptance by the grades they give others [8]. A
second, empirical, project, attempts to find what investors look for in crowdfunding projects
on Kickstarter, utilizing Amazon’s Mechanical Turk [3].

Finally, I have worked on a project dealing with pricing. While it is a widely researched
problem, we were able to find a fairly simple pricing mechanism for multiple vendors with
multiple items [9] (expanding the model proposed in [2]). We hope to expand this research to
encompass additional pricing behaviors and settings.

Future Work

While my work will naturally be influenced by the colleagues with whom I work, broadly
speaking, I hope to utilize a game-theoretic toolset, along with my experience with simulations
and empirical work, to expand my research into areas surrounding the fault lines of human
behavior and computer systems.

Crowdfunding and Crowdsourcing: Both activities, while different, are fundamentally meth-
ods to achieve various goals using mass participation of the public. While there has been re-
search into these fields (including my own [10, 14, 3]), our understanding of these fields is still
limited. For example, the role that social networks play in crowdsourcing and funding decisions
has been observed, but the dynamics are not well understood. It is worthwhile, using empirical
work and simulations, to tease out the relevant variables for both types of crowd activities, such
as what influences participation in a project, and trying to model the benefit people get from
it. Once we have an understanding of people’s observed behavior, a follow-on step is to see if
crowd processes can be improved by implementing appropriately constructed mechanisms.

Expanding the problem set: Some of the techniques explored during my studies are likely
to be useful in other fields. Just as we have applied game-theoretic analysis to network rout-
ing [13], it can be applied to much broader issues, from policing to healthcare, education to
city management. The combination of theoretical work (including algorithms and mechanism
design) with simulations and empirical analysis can contribute to the work done in these fields.
In many of these areas, there has been only initial work by others, and further research could
help by expanding this into richer and more realistic models. Ultimately the research could help
improve these fields by improving our understanding of how people react to different situations,
differing incentives, and different environments in which they find themselves.

Problems such as these, involving day-to-day human activity that we still do not fully
understand, are those which are, in my view, an important and promising areas for research,
using game theoretic tools along with other analytic tools at our disposal.
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